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    LLM DB - A LLM Model Metadata Database

[image: Hex.pm]
[image: License]
LLM model metadata catalog with fast, capability-aware lookups. Use simple "provider:model" or "model@provider" specs, get validated Provider/Model structs, and select models by capabilities. Ships with a packaged snapshot; no network required by default.
	Primary interface: model_spec — a string like "openai:gpt-4o-mini" or "gpt-4o-mini@openai" (filename-safe)
	Fast O(1) reads via :persistent_term
	Minimal dependencies 

Runtime Metadata Contract
LLMDB now distinguishes between descriptive catalog metadata and typed execution
metadata.
	LLMDB.Provider.runtime declares provider-wide execution defaults such as
base_url, auth strategy, default headers/query params, config schema, and
runtime docs
	LLMDB.Model.execution declares operation-specific support and the canonical
API family used to execute that operation
	catalog_only: true marks packaged entries that are intentionally
non-executable

Legacy fields like base_url, doc, and extra remain available during
migration, but runtime and execution are the intended source of truth for
downstream runtime consumers.
The packaged snapshot is enriched at build time:
	providers with a stable runtime contract gain typed runtime metadata
	models with a safe canonical execution lane gain typed execution metadata
	remaining packaged entries are marked catalog_only: true rather than
forcing downstream consumers to guess

Installation
Igniter Installation
If your project has Igniter available, 
you can install LLM DB using the command 
mix igniter.install llm_db

Manual Installation
Model metadata is refreshed regularly, so versions follow CalVer (YYYY.M.Patch with no leading zeros):
def deps do
  [
    {:llm_db, "~> 2025.11.0"}
  ]
end
model_spec (the main interface)
A model_spec is a string in one of two formats:
	"provider:model" (e.g., "openai:gpt-4o-mini") — traditional colon format
	"model@provider" (e.g., "gpt-4o-mini@openai") — filename-safe format

Both formats are automatically recognized and work interchangeably. Use the @ format when model specs appear in filenames, CI artifact names, or other filesystem contexts where colons are problematic.
Tuples {:provider_atom, "id"} also work, but prefer the string spec.
{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
#=> %LLMDB.Model{id: "gpt-4o-mini", provider: :openai, ...}

{:ok, model} = LLMDB.model("gpt-4o-mini@openai")
#=> %LLMDB.Model{id: "gpt-4o-mini", provider: :openai, ...}
Quick Start
# Get a model and read metadata
{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
model.capabilities.tools.enabled  #=> true
model.cost.input                  #=> 0.15  (per 1M tokens)
model.limits.context              #=> 128_000

# Model aliases auto-resolve to canonical IDs
{:ok, model} = LLMDB.model("anthropic:claude-haiku-4.5")
model.id  #=> "claude-haiku-4-5-20251001" (canonical ID)

# Select a model by capabilities (returns {provider, id})
{:ok, {provider, id}} = LLMDB.select(
  require: [chat: true, tools: true, json_native: true],
  prefer:  [:openai, :anthropic]
)
{:ok, model} = LLMDB.model({provider, id})

# List providers
LLMDB.providers()
#=> [%LLMDB.Provider{id: :anthropic, ...}, %LLMDB.Provider{id: :openai, ...}]

# Check availability (allow/deny filters)
LLMDB.allowed?("openai:gpt-4o-mini") #=> true
API Cheatsheet
	model/1 — "provider:model", "model@provider", or {:provider, id} → {:ok, %Model{}} | {:error, _}

	model/2 — provider atom + id → {:ok, %Model{}} | {:error, _}

	models/0 — list all models → [%Model{}]
	models/1 — list provider's models → [%Model{}]
	providers/0 — list all providers → [%Provider{}]
	provider/1 — get provider by ID → {:ok, %Provider{}} | :error

	select/1 — pick first match by capabilities → {:ok, {provider, id}} | {:error, :no_match}

	candidates/1 — get all matches by capabilities → [{provider, id}]
	capabilities/1 — get capabilities map → map() | nil

	allowed?/1 — check availability → boolean()
	parse/1,2 — parse spec string (both formats) → {:ok, {provider, id}} | {:error, _}

	parse!/1,2 — parse spec string, raising on error → {provider, id}
	format/1,2 — format {provider, id} as string → "provider:model" or "model@provider"
	build/1,2 — build spec string from input, converting between formats → String.t()
	load/1, load/0 — load or reload snapshot with optional runtime overrides
	load_empty/1 — load empty catalog (fallback when no snapshot available)
	epoch/0, snapshot/0 — diagnostics
	LLMDB.History.available?/0 — history files available in runtime
	LLMDB.History.meta/0 — history metadata (meta.json)
	LLMDB.History.timeline/2 — lineage-aware events for one model
	LLMDB.History.recent/1 — most recent events globally (capped)

See the full function docs in hexdocs.
Data Structures
Provider
%LLMDB.Provider{
  id: :openai,
  name: "OpenAI",
  base_url: "https://api.openai.com",
  env: ["OPENAI_API_KEY"],
  doc: "https://platform.openai.com/docs",
  runtime: %{
    base_url: "https://api.openai.com/v1",
    auth: %{type: "bearer", env: ["OPENAI_API_KEY"]},
    default_headers: %{},
    default_query: %{},
    config_schema: [],
    doc_url: "https://platform.openai.com/docs/api-reference"
  },
  catalog_only: false,
  extra: %{}
}
Model
%LLMDB.Model{
  id: "gpt-4o-mini",
  provider: :openai,
  name: "GPT-4o mini",
  family: "gpt-4o",
  doc_url: "https://platform.openai.com/docs/models/gpt-4o-mini",
  limits: %{context: 128_000, output: 16_384},
  cost: %{input: 0.15, output: 0.60},
  capabilities: %{
    chat: true,
    tools: %{enabled: true, streaming: true},
    json: %{native: true, schema: true},
    streaming: %{text: true, tool_calls: true}
  },
  execution: %{
    text: %{supported: true, family: "openai_chat_compatible"},
    object: %{supported: true, family: "openai_chat_compatible"},
    embed: nil,
    image: nil,
    transcription: nil,
    speech: nil,
    realtime: nil
  },
  catalog_only: false,
  tags: [],
  deprecated?: false,
  aliases: [],
  extra: %{}
}
Configuration
The packaged snapshot loads automatically at app start. Optional runtime filters, preferences, and custom providers:
# config/runtime.exs
config :llm_db,
  load_dotenv: true,                  # set false to skip .env loading
  dotenv_override: false,             # set true to let .env override existing env vars
  filter: %{
    allow: :all,                     # :all or %{provider => [patterns]}
    deny: %{openai: ["*-preview"]}   # deny patterns override allow
  },
  prefer: [:openai, :anthropic],     # provider preference order
  custom: %{
    vllm: [
      name: "Local vLLM Provider",
      base_url: "http://localhost:8000/v1",
      models: %{
        "llama-3" => %{capabilities: %{chat: true}},
        "mistral-7b" => %{capabilities: %{chat: true, tools: %{enabled: true}}}
      }
    ]
  }
.env loading: When load_dotenv is true (the default), LLM DB loads variables from a .env file at application start. Environment variables already set by the OS, shell, or tools like direnv are not overwritten unless dotenv_override: true is set. Set load_dotenv: false to skip .env loading entirely. Maintainer metadata pulls load the repo-local .env with override enabled so stale global API keys do not shadow local refresh credentials.
Filter Examples
# Allow all, deny preview/beta models
config :llm_db,
  filter: %{
    allow: :all,
    deny: %{openai: ["*-preview", "*-beta"]}
  }

# Allow only specific model families
config :llm_db,
  filter: %{
    allow: %{
      anthropic: ["claude-3-haiku-*", "claude-3.5-sonnet-*"],
      openrouter: ["anthropic/claude-*"]
    },
    deny: %{}
  }

# Runtime override (widen/narrow filters without rebuild)
{:ok, _snapshot} = LLMDB.load(
  allow: %{openai: ["gpt-4o-*"]},
  deny: %{}
)
Important: Filters match against canonical model IDs only, not aliases. Use canonical IDs (typically dated versions like claude-haiku-4-5-20251001) in filter patterns. Aliases are resolved during model lookup, after filtering is applied.
Custom Providers
Add local or private models to the catalog:
# config/runtime.exs
config :llm_db,
  custom: %{
    # Provider ID as key
    vllm: [
      name: "Local vLLM Provider",
      base_url: "http://localhost:8000/v1",
      env: ["OPENAI_API_KEY"],
      doc: "https://docs.vllm.ai",
      models: %{
        "llama-3-8b" => %{
          name: "Llama 3 8B",
          family: "llama-3",
          capabilities: %{chat: true, tools: %{enabled: true}},
          limits: %{context: 8192, output: 2048},
          cost: %{input: 0.0, output: 0.0}
        },
        "mistral-7b" => %{
          capabilities: %{chat: true}
        }
      }
    ],
    myprovider: [
      name: "My Custom Provider",
      models: %{
        "custom-model" => %{capabilities: %{chat: true}}
      }
    ]
  }

# Use custom models like any other
{:ok, model} = LLMDB.model("vllm:llama-3-8b")
{:ok, {provider, id}} = LLMDB.select(require: [chat: true], prefer: [:vllm, :openai])
If you use LLMDB with ReqLLM, use a provider ID that ReqLLM supports (for local OpenAI-compatible servers, use :vllm) or register your own ReqLLM provider module for custom IDs like :local.
Filter Rules:
	Provider keys: atoms or strings; patterns: "*" (glob) and ~r// (Regex)
	Deny wins over allow
	Unknown providers are warned and ignored
	Empty allow map %{} behaves like :all
	allow: %{provider: []} blocks provider entirely

See Runtime Filters guide for details and troubleshooting.
Updating Model Data
Snapshot is shipped with the library. To rebuild with fresh data:
# Fetch upstream data (optional)
mix llm_db.pull

# Build canonical snapshot artifacts
mix llm_db.build

# Install the packaged snapshot for local runtime/package validation
mix llm_db.build --install

To migrate legacy Git-tracked metadata history into the snapshot store (one-time maintainer task):
mix llm_db.history.migrate_git

This writes snapshot-based history artifacts under priv/llm_db/history/ and
materializes immutable historical snapshots under _build/llm_db/snapshot_store/snapshots/.
For daily publication and local history maintenance:
mix llm_db.snapshot.publish
mix llm_db.history.rebuild --publish
mix llm_db.history.sync
mix llm_db.history.check
mix llm_db.history.check --allow-outdated

For exceptional spec migrations (renames/provider moves that inference cannot match),
add optional lineage overrides in priv/llm_db/history/lineage_overrides.json:
{
  "schema_version": 1,
  "lineage": {
    "openai:gpt-4.1": "openai:gpt-4o"
  }
}
History artifacts remain optional local/published data.
Hex packages still only ship priv/llm_db/snapshot.json.
See the Sources & Engine guide for details.
Using with ReqLLM
Designed to power ReqLLM, but fully standalone. Use model_spec + model/1 to retrieve metadata for API calls.
Important: LLMDB custom provider IDs do not automatically create ReqLLM providers.
	For local OpenAI-compatible servers, use :vllm.
	For arbitrary provider IDs (for example :local), register a ReqLLM provider module:

defmodule MyApp.ReqLLM.Providers.Local do
  use ReqLLM.Provider,
    id: :local,
    default_base_url: "http://localhost:8080/v1",
    default_env_key: "OPENAI_API_KEY"

  use ReqLLM.Provider.Defaults

  @provider_schema []
end

# config/config.exs
config :req_llm, custom_providers: [MyApp.ReqLLM.Providers.Local]
Contributing
Setup
mix setup  # Install dependencies and git hooks

Git Hooks
This project uses git_hooks to enforce code quality. Hooks install automatically on mix compile in dev:
	Hook	Action
	commit-msg	Validates conventional commit format
	pre-commit	Runs mix format --check-formatted
	pre-push	Runs mix quality (format, compile warnings, dialyzer, credo)

Conventional Commits
All commits must follow conventional commit format:
type(scope): description

# Examples:
feat: add new provider support
fix: resolve model lookup edge case
docs: update API documentation
chore: update dependencies
Types: feat, fix, docs, style, refactor, perf, test, build, ci, chore, revert
Docs & Guides
	Using the Data — Runtime API and querying
	Consumer Integration — Best practices for libraries using llm_db
	Runtime Filters — Load-time and runtime filtering
	Sources & Engine — ETL pipeline, data sources, precedence
	Schema System — Zoi validation and data structures
	Release Process — Snapshot-based releases

License
MIT License - see LICENSE file for details.


  

    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog.
This project uses Calendar Versioning with the format YYYY.MM.PATCH.
2026.5.1 (2026-05-20)
Features:
	openrouter: detect embeddings and correct overlays by mikehostetler

	deprecate deepseek-chat/reasoner, add v4-flash and v4-pro (#181) by Kasun Vithanage

	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	fail metadata pull on source errors by github-actions[bot]

	unblock google metadata refresh by github-actions[bot]

	deprecate Gemini 3.1 Flash Lite Preview by mikehostetler

	harden metadata publish validation by github-actions[bot]

	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.5.0 (2026-05-08)
Features:
	openrouter: detect embeddings and correct overlays by mikehostetler

	deprecate deepseek-chat/reasoner, add v4-flash and v4-pro (#181) by Kasun Vithanage

	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	harden metadata publish validation by github-actions[bot]

	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.8 (2026-04-29)
Features:
	deprecate deepseek-chat/reasoner, add v4-flash and v4-pro (#181) by Kasun Vithanage

	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	harden metadata publish validation by github-actions[bot]

	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.7 (2026-04-27)
Features:
	deprecate deepseek-chat/reasoner, add v4-flash and v4-pro (#181) by Kasun Vithanage

	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	harden metadata publish validation by github-actions[bot]

	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.6 (2026-04-23)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	harden metadata publish validation by github-actions[bot]

	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.5 (2026-04-21)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	harden metadata publish validation by github-actions[bot]

	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.4 (2026-04-19)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.3 (2026-04-16)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.2 (2026-04-14)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Support model specific base_url (#86) by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	preserve sparse overlay intent across merges by mikehostetler

	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.1 (2026-04-08)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add llmfit sidecar enrichment for hf metadata by mikehostetler

	cut over metadata history to snapshot store by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	add Azure AI Foundry source module by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	update model metadata (3 new, 42 updated) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	exclude chatgpt-4o-latest from OpenAI catalog (#172) by Jonathan Schweder

	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	satisfy dialyzer for snapshot tasks by mikehostetler

	clarify initial history seed failures by mikehostetler

	align azure provider metadata by ycastorium

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	sync model history for current metadata by github-actions[bot]

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.4.0 (2026-04-01)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add llmfit sidecar enrichment for hf metadata by mikehostetler

	cut over metadata history to snapshot store by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	add Azure AI Foundry source module by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	update model metadata (3 new, 42 updated) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	providers: adding snapshop.json by Julien

	providers: Add novita_ai and scaleway base_url, also add embedding models in novita_ai by Julien

	ci: keep snapshot automation reproducible by github-actions[bot]

	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	satisfy dialyzer for snapshot tasks by mikehostetler

	clarify initial history seed failures by mikehostetler

	align azure provider metadata by ycastorium

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	sync model history for current metadata by github-actions[bot]

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.3.3 (2026-03-23)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add llmfit sidecar enrichment for hf metadata by mikehostetler

	cut over metadata history to snapshot store by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	add Azure AI Foundry source module by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	update model metadata (3 new, 42 updated) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	align zenmux caching and refresh snapshot by mikehostetler

	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	satisfy dialyzer for snapshot tasks by mikehostetler

	clarify initial history seed failures by mikehostetler

	align azure provider metadata by ycastorium

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	sync model history for current metadata by github-actions[bot]

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.3.2 (2026-03-14)
Features:
	cut over metadata history to snapshot store (#158) by mikehostetler

	add llmfit sidecar enrichment for hf metadata by mikehostetler

	cut over metadata history to snapshot store by mikehostetler

	add Azure AI Foundry source module (#146) by ycastorium

	add Azure AI Foundry source module by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	update model metadata (3 new, 42 updated) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	pass token to release snapshot fetch by mikehostetler

	allow stale history in CI checks by mikehostetler

	align local and published history metadata by mikehostetler

	use tar for history bundle archives by mikehostetler

	use unique immutable release tags by mikehostetler

	support immutable GitHub releases for snapshots by mikehostetler

	accept gh release stdout when publishing by mikehostetler

	avoid struct access in llmfit enrichment by mikehostetler

	satisfy dialyzer for snapshot tasks by mikehostetler

	clarify initial history seed failures by mikehostetler

	align azure provider metadata by ycastorium

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	sync model history for current metadata by github-actions[bot]

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.3.1 (2026-03-10)
Features:
	add Azure AI Foundry source module (#146) by ycastorium

	add Azure AI Foundry source module by ycastorium

	update model metadata (3 new, 42 updated) (#156) by github-actions[bot]

	update model metadata (3 new, 42 updated) by github-actions[bot]

	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	align azure provider metadata by ycastorium

	remove unreachable history recovery clauses by mikehostetler

	simplify metadata refresh and history recovery by mikehostetler

	sync model history for current metadata by github-actions[bot]

	align metadata history sync with committed metadata by mikehostetler

	sync model history for current metadata (#150) by mikehostetler

	update model metadata for 5 provider(s) (#141) by github-actions[bot]

	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.3.0 (2026-03-03)
Features:
	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 9 provider(s) (#134) by github-actions[bot]

	include OpenRouter in mix llm_db.pull sources (#139) by mikehostetler

	pull: wire openrouter source into llm_db.pull by mikehostetler

	ci: tolerate squash-merged metadata history drift by mikehostetler

	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.9 (2026-02-27)
Features:
	add spec-aware history sync API and runtime reader (#129) by mikehostetler

	history: add git backfill task and initial history dataset by mikehostetler

	history: add spec-aware history sync and runtime reader by mikehostetler

	Use canonical costs for dated models (#132) by ycastorium

	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 9 provider(s) (#133) by github-actions[bot]

	history: resolve dialyzer warnings in sync tasks by mikehostetler

	history: stabilize CI history checks and refresh artifacts by mikehostetler

	history: harden cache init and sync bootstrap by mikehostetler

	history: serialize first-load index refresh by mikehostetler

	spec: use amazon_bedrock provider and add missing inference profile prefixes (#130) by stevehodgkiss

	resolve Bedrock inference profile prefixes in Store.model/2 by stevehodgkiss

	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.8 (2026-02-20)
Features:
	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 25 provider(s) (#126) by github-actions[bot]

	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.7 (2026-02-17)
Features:
	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 19 provider(s) (#125) by github-actions[bot]

	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.6 (2026-02-16)
Features:
	build: add --check flag and guardrails to prevent editing generated files (#120) by mikehostetler

	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 30 provider(s) (#122) by github-actions[bot]

	clean up llm_db install task copy by mikehostetler

	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.5 (2026-02-11)
Features:
	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 18 provider(s) (#117) by github-actions[bot]

	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.4 (2026-02-09)
Features:
	add flexible lifecycle extension for models (#110) by mikehostetler

	add flexible lifecycle extension for models by mikehostetler

	add Groq speech-to-text models (whisper-large-v3, whisper-large-v3-turbo) (#114) by James Tippett

	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 87 provider(s) (#115) by github-actions[bot]

	harden lifecycle API with boolean fallback, retires_at semantics, and non-map guard by mikehostetler

	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.3 (2026-02-05)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 20 provider(s) (#113) by github-actions[bot]

	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.2 (2026-02-02)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	add grok-imagine-image pricing via local TOML override (#106) by Victor

	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.1 (2026-02-01)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 3 provider(s) (#104) by github-actions[bot]

	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.2.0 (2026-02-01)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	proper metadata for grok-imagine-image (#103) by Victor

	add xai image model metadata by Victor

	correct grok-imagine-image pricing by Victor

	add grok-imagine-image input image pricing by Victor

	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.1.5 (2026-01-30)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 17 provider(s) (#102) by github-actions[bot]

	add explicit wire.protocol metadata for OpenAI models (#101) by Victor

	explicitly define metadata for modern OpenAI models, fix #100 by Victor

	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.1.4 (2026-01-28)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	test environment (#98) by Victor

	clear config before each test by Victor

	allow provider names to start with a digit (302ai is a legitimate provider) by Victor

	update model metadata for 3 provider(s) (#97) by github-actions[bot]

	add pricing metadata, close #93 (#96) by Victor

	add pricing information for gemini-3-pro-image-preview by Victor

	add pricing for gpt-3.5-turbo-16k by Victor

	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.1.3 (2026-01-28)
Features:
	Add pricing and billing support for tool usage (#92) by Victor

	Initial billing support for tool usage by Victor

	add metadata and pricing for OpenAI image generation models by Victor

	add Pricing and Billing guide by Victor

	Support model specific base_url (#86) by meanderingstream

	add model specific base_url configuration by meanderingstream

	Add documentation for model base_url by meanderingstream

	Add Cohere models to Bedrock (#90) by ycastorium

	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 84 provider(s) (#94) by github-actions[bot]

	remove cost.image to pricing component conversion by Victor

	correct Google cache and embedding pricing by Victor

	handle string id_key for atom maps by Victor

	clear :filter env in test setup to prevent pollution by Victor

	Elixir 1.20.0-rc.1 warnings by Victor

	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.1.2 (2026-01-26)
Features:
	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 20 provider(s) (#85) by github-actions[bot]

	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.1.1 (2026-01-19)
Features:
	metadata: add Zenmux API key to build metadata workflow by mikehostetler

	providers: add support for Zenmux provider (#75) by youfun

	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 67 provider(s) (#84) by github-actions[bot]

	add metadata for grok-4-0709 and grok-4-1-fast-reasoning (#83) by Victor

	Add mising metadata for grok-4-0709 and grok-4-1-fast-reasoning by Victor

	update model metadata for 8 provider(s) (#79) by github-actions[bot]

	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2026.1.0 (2026-01-05)
Features:
	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 13 provider(s) (#72) by github-actions[bot]

	keep OpenRouter models under :openrouter with full IDs (#70) by mikehostetler

	update model metadata for 17 provider(s) (#71) by github-actions[bot]

	update model metadata for 15 provider(s) (#65) by github-actions[bot]

	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2025.12.4 (2025-12-26)
Features:
	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	Don't load env files if .env is a directory (#64) by sezaru

	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2025.12.3 (2025-12-22)
Features:
	add wire.protocol and constraints metadata fields (#59) by mikehostetler

	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 12 provider(s) (#61) by github-actions[bot]

	inherit custom config from app env in Runtime.compile/1 (#58) by Nils

	update model metadata for 51 provider(s) (#57) by github-actions[bot]

	round cost values to six decimal places in OpenRouter by mikehostetler

	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


Improvements:
	Add gemini-2.5-flash-image and gemini-2.5-flash-lite (#60) by Victor

2025.12.2 (2025-12-17)
Features:
	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	update model metadata for 5 provider(s) (#55) by github-actions[bot]

	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


2025.12.1 (2025-12-17)
Features:
	add hex_dry_run option and version bump commit to release workflow by mikehostetler

	sort JSON keys for deterministic output (#51) by mikehostetler

	sort JSON keys for deterministic output by mikehostetler

	add git_hooks integration for code quality enforcement (#42) by mikehostetler


Bug Fixes:
	add fetch-tags option and debug output to release workflow by mikehostetler

	fetch tags explicitly in release workflow by mikehostetler

	update model metadata for 69 provider(s) (#50) by github-actions[bot]

	disable git hooks in CI workflow by mikehostetler

	use commit-message instead of invalid commit-message-path by mikehostetler

	restrict llm_db.build and llm_db.pull tasks to llm_db project only (#49) by mikehostetler


2025.12.0 - 2025-12-17
Changed
	Updated model data from upstream sources (includes Gemini 3 Pro Preview)
	JSON snapshot keys are now sorted for deterministic output (#51)
	Added git_hooks integration for code quality enforcement (#42)
	Restricted llm_db.build and llm_db.pull tasks to llm_db project only (#49)

[2025.11.18-preview] - 2025-11-18
Added
	New models available: GPT 5.1 (OpenAI) and Gemini 3 (Google)
	Provider alias system to enable single implementation handling models from multiple LLMDB providers	New alias_of field in Provider struct points aliased provider to primary implementation
	LLMDB.Store.models/1 now searches aliased providers when looking up by provider ID
	LLMDB.Store.model/2 normalizes provider field back to requested provider for aliased models
	First implementation: google_vertex_anthropic aliases to google_vertex for Claude models on Vertex AI


	provider_model_id field for AWS Bedrock inference profile models that require API-specific identifiers	Enables models to use canonical IDs (e.g., anthropic.claude-haiku-4-5-20251001-v1:0) while making API calls with inference profile prefixes (e.g., us.anthropic.claude-haiku-4-5-20251001-v1:0)
	Addresses AWS requirement: "Invocation of model ID [...] with on-demand throughput isn't supported. Retry your request with the ID or ARN of an inference profile"
	Applied to: Claude Haiku 4.5, Claude Sonnet 4.5, Claude Opus 4.1, Llama 3.3 70B, Llama 3.2 3B


	.env.example file for environment variable configuration

Changed
	Snapshot JSON is now pretty-printed for easier diffing
	Updated Zoi dependency to version 0.10.7
	Updated Dotenvy dependency to version 1.1
	ModelsDev transformer now auto-sets streaming.tool_calls: true when tool_call: true	Reflects reality: 99%+ of tool-capable models support streaming tool calls
	Eliminates need for model-specific TOML overrides for common case
	Rare exceptions can override with streaming.tool_calls: false in TOML



Fixed
	Claude Opus 4.1: Changed provider_model_id from global. to us. prefix - Opus 4.1 is only available with us. inference profile on AWS Bedrock, not global. like Haiku and Sonnet
	Claude Haiku 4.5 and Sonnet 4.5: Override tools.strict=false to disable object generation hack - waiting for native Anthropic JSON support instead
	Model spec parsing now handles ambiguous formats (specs with both : and @ separators) by attempting provider validation to determine the correct format
	Removed overly strict character validation that rejected @ in model IDs when using colon format and : in model IDs when using @ format

[2025.11.14-preview] - 2025-11-14
Added
	LLMDB.Model.format_spec/1 function for converting model struct to provider:model string format
	Zai Coder provider and GLM models support
	Enhanced cost schema with granular multimodal and reasoning pricing fields:	reasoning: Cost per 1M reasoning/thinking tokens for models like o1, Grok-4
	input_audio/output_audio: Separate audio input/output costs (e.g., Gemini 2.5 Flash, Qwen-Omni)
	input_video/output_video: Video input/output cost support for future models


	ModelsDev source transformer now captures all cost fields from models.dev data
	OpenRouter source transformer maps internal_reasoning field to reasoning cost

Changed
	Updated Zoi dependency to version 0.10.6
	Refactored loader to use dynamic snapshot retrieval
	Disabled schema validation in snapshot.json and TOML source files

Fixed
	Cleaned up code quality issues
	Fixed application startup crash (ArgumentError: not an already existing atom) caused by race condition between build task and snapshot loading
	Fixed flaky tests in LLMDB.EngineOverrideTest by ensuring test isolation from global config



  

    Model Spec Formats

Model specifications in LLMDB can be expressed in multiple formats to suit different use cases. This guide covers the supported formats and when to use each one.
Overview
A model spec uniquely identifies an LLM model by combining a provider identifier and a model ID. LLMDB supports three formats:
	Colon format ("provider:model") - Traditional, human-readable
	@ format ("model@provider") - Filesystem-safe, email-like
	Tuple format ({:provider, "model_id"}) - Internal representation

All three formats can be used interchangeably throughout the API.
Colon Format (Default)
"openai:gpt-4o-mini"
"anthropic:claude-3-5-sonnet-20241022"
"google-vertex:gemini-1.5-pro"
Syntax
	Provider comes first, followed by a colon, then the model ID
	Provider names with hyphens are normalized to underscores (e.g., google-vertex → :google_vertex)
	Model IDs can contain colons (e.g., "bedrock:anthropic.claude-opus-4:0")

When to Use
	Default choice for most cases
	Configuration files and user input
	Logs and error messages
	Documentation and examples

Parsing
{:ok, {:openai, "gpt-4o-mini"}} = LLMDB.parse("openai:gpt-4o-mini")
Formatting
"openai:gpt-4o-mini" = LLMDB.format({:openai, "gpt-4o-mini"})
# or explicitly
"openai:gpt-4o-mini" = LLMDB.format({:openai, "gpt-4o-mini"}, :provider_colon_model)
@ Format (Filename-Safe)
"gpt-4o-mini@openai"
"claude-3-5-sonnet-20241022@anthropic"
"gemini-1.5-pro@google_vertex"
Syntax
	Model ID comes first, followed by an @ symbol, then the provider
	Email-like semantics: model@provider
	No colons anywhere in the spec

When to Use
	Filenames: Template files, cache files, logstemplate_file = "system-prompt-#{LLMDB.format(spec, :filename_safe)}.liquid"
# => "system-prompt-gpt-4o-mini@openai.liquid"

	CI/CD artifacts: Build artifacts, test results, benchmark dataartifact_path = "benchmarks/#{LLMDB.format(spec, :filename_safe)}/#{date}.json"
# => "benchmarks/gpt-4o-mini@openai/2025-11-07.json"

	URLs and paths: S3 keys, API endpoints, file paths
	Cross-platform compatibility: Windows, macOS, Linux all accept @ in filenames

Parsing
{:ok, {:openai, "gpt-4o-mini"}} = LLMDB.parse("gpt-4o-mini@openai")
Formatting
"gpt-4o-mini@openai" = LLMDB.format({:openai, "gpt-4o-mini"}, :filename_safe)
# or
"gpt-4o-mini@openai" = LLMDB.format({:openai, "gpt-4o-mini"}, :model_at_provider)
Tuple Format (Internal)
{:openai, "gpt-4o-mini"}
{:anthropic, "claude-3-5-sonnet-20241022"}
{:google_vertex, "gemini-1.5-pro"}
Syntax
	Two-element tuple: {provider_atom, model_id_string}
	Provider is always an atom with underscores (not hyphens)
	Model ID is always a string

When to Use
	Internal application state
	Pattern matching
	Function arguments when provider is already known
	Performance-critical code (avoids parsing overhead)

Conversion
# Parse to tuple
{:openai, "gpt-4o-mini"} = LLMDB.parse!("openai:gpt-4o-mini")

# Format from tuple
"openai:gpt-4o-mini" = LLMDB.format({:openai, "gpt-4o-mini"})
Format Conversion
Use LLMDB.build/2 to convert between formats:
# Colon to @
"gpt-4@openai" = LLMDB.build("openai:gpt-4", format: :filename_safe)

# @ to colon
"openai:gpt-4" = LLMDB.build("gpt-4@openai", format: :provider_colon_model)

# Tuple to @
"gpt-4@openai" = LLMDB.build({:openai, "gpt-4"}, format: :model_at_provider)
Automatic Format Detection
All parsing functions automatically detect which format you're using:
# Both work seamlessly
{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
{:ok, model} = LLMDB.model("gpt-4o-mini@openai")

# Parsing detects format automatically
{:ok, spec} = LLMDB.parse("openai:gpt-4")  # detects colon format
{:ok, spec} = LLMDB.parse("gpt-4@openai")  # detects @ format
Ambiguous Input
If a spec contains both : and @, you must specify the format explicitly:
# This is ambiguous - error!
{:error, :ambiguous_format} = LLMDB.parse("provider:model@test")

# Specify the format explicitly
{:ok, {:provider, "model@test"}} = LLMDB.parse("provider:model@test", format: :colon)
{:ok, {:test, "provider:model"}} = LLMDB.parse("provider:model@test", format: :at)
Validation Rules
Common Rules (Both Formats)
	Provider and model segments cannot be empty
	Leading/trailing whitespace is trimmed

Colon Format Rules
	Provider cannot contain : or @
	Model ID can contain : (for Bedrock models like "anthropic.claude-opus:0")
	Model ID cannot contain @

@ Format Rules
	Provider cannot contain : or @
	Model ID can contain @ (e.g., "model@test@openai" → provider is openai, model is "model@test")
	Model ID cannot contain :

Configuration
Set the default output format in your config:
# config/config.exs
config :llm_db,
  model_spec_format: :provider_colon_model  # default
  # or
  model_spec_format: :model_at_provider     # filename-safe by default
Per-call overrides always take precedence:
# Even if config says :model_at_provider, this returns colon format
"openai:gpt-4" = LLMDB.format(spec, :provider_colon_model)
Use Case Examples
Template Files
defmodule MyApp.PromptLoader do
  def load(model_spec, template_name) do
    # Use @ format for filename safety
    model_str = LLMDB.format(model_spec, :filename_safe)
    path = Path.join(["templates", "#{template_name}-#{model_str}.liquid"])
    
    File.read!(path)
    # Reads: "templates/system-prompt-gpt-4o-mini@openai.liquid"
  end
end
Oban Job Arguments
defmodule MyApp.LLMWorker do
  use Oban.Worker
  
  def new(model_spec, prompt) do
    %{
      # Store as filename-safe string
      model: LLMDB.format(model_spec, :filename_safe),
      prompt: prompt
    }
    |> __MODULE__.new()
  end
  
  @impl Oban.Worker
  def perform(%Oban.Job{args: %{"model" => model_str, "prompt" => prompt}}) do
    # Parse from either format
    {:ok, {provider, model_id}} = LLMDB.parse(model_str)
    
    # Use the spec
    {:ok, model} = LLMDB.model(provider, model_id)
    # ...
  end
end
Cache Keys
defmodule MyApp.Cache do
  def cache_key(model_spec, input_hash) do
    # Use @ format for S3/filesystem compatibility
    model_str = LLMDB.format(model_spec, :filename_safe)
    "llm-cache/#{model_str}/#{input_hash}.json"
    # => "llm-cache/gpt-4o-mini@openai/abc123.json"
  end
end
CI Artifacts
defmodule MyApp.Benchmark do
  def artifact_path(model_spec, timestamp) do
    model_str = LLMDB.format(model_spec, :filename_safe)
    Path.join([
      "benchmark-results",
      model_str,
      "#{timestamp}.json"
    ])
    # => "benchmark-results/gpt-4o-mini@openai/2025-11-07T10:30:00Z.json"
  end
end
Migration Guide
If you want to adopt the @ format for existing stored specs:
Option 1: Support Both Formats (Recommended)
No migration needed - just use the new format going forward:
# Old data uses colon format
old_spec = "openai:gpt-4"
{:ok, model} = LLMDB.model(old_spec)  # still works

# New data uses @ format
new_spec = LLMDB.format({:openai, "gpt-4"}, :filename_safe)
{:ok, model} = LLMDB.model(new_spec)  # also works
Option 2: Migrate Stored Data
For databases or files storing specs as strings:
defmodule MyApp.MigrateSpecs do
  def run do
    MyApp.Repo.all(MyApp.Record)
    |> Enum.each(fn record ->
      # Parse old format
      {:ok, spec} = LLMDB.parse(record.model_spec)
      
      # Format in new format
      new_spec = LLMDB.format(spec, :model_at_provider)
      
      # Update record
      record
      |> Ecto.Changeset.change(model_spec: new_spec)
      |> MyApp.Repo.update!()
    end)
  end
end
Option 3: Set Global Default
Change the default output format:
# config/config.exs
config :llm_db,
  model_spec_format: :model_at_provider
Now all LLMDB.format/1 calls (without explicit format) return @ format:
"gpt-4@openai" = LLMDB.format({:openai, "gpt-4"})
Best Practices
	Use colon format by default - It's more familiar and readable
	Use @ format for filenames - Avoids cross-platform issues
	Use tuples internally - Skip parsing overhead when provider is known
	Let auto-detection work - Don't specify :format unless dealing with ambiguous input
	Document your choice - Make it clear which format your system expects
	Be consistent - Pick one format for logs, another for files, and stick with it

Summary
	Format	Syntax	Use Case	Example
	Colon	"provider:model"	Default, human-readable	"openai:gpt-4o-mini"
	@	"model@provider"	Filenames, URLs, cross-platform	"gpt-4o-mini@openai"
	Tuple	{:provider, "model"}	Internal, performance-critical	{:openai, "gpt-4o-mini"}

All three formats are fully supported and can be used interchangeably throughout the LLMDB API.


  

    Pricing and Billing

Query and manage pricing data for LLM models, including token costs, tool usage, and storage fees.
Overview
LLMDB provides a flexible pricing system that supports:
	Token-based pricing - Input, output, cache, and reasoning tokens
	Tool pricing - Per-call fees for web search, code interpreter, file search, etc.
	Storage pricing - Per-GB-day fees for file storage
	Image/media pricing - Per-image or per-token fees for multimodal content

The pricing system has two layers:
	Legacy cost field - Simple per-million-token pricing (input, output, cache, reasoning)
	New pricing field - Component-based pricing with full flexibility

Legacy cost data is automatically converted to pricing.components at load time, ensuring backward compatibility.
Pricing Components
Each pricing component describes a single billable item with the following fields:
%{
  id: "token.input",           # Unique identifier
  kind: "token",               # Category: token, tool, image, storage, request, other
  unit: "token",               # Unit type: token, call, query, session, gb_day, image, source, other
  per: 1_000_000,              # Rate denominator (e.g., per 1M tokens)
  rate: 3.0,                   # Cost in currency units
  meter: "input_tokens",       # Optional: billing meter name
  tool: "web_search",          # Optional: tool name (for kind: "tool")
  size_class: "1024x1024",     # Optional: size variant (for images)
  notes: "Cached tokens"       # Optional: human-readable notes
}
Component Kinds
	Kind	Description	Common Units
	token	Token-based billing	token
	tool	Tool/feature usage	call, query, session
	image	Image generation/processing	image
	storage	Data storage fees	gb_day
	request	Per-request fees	call
	other	Custom billing types	varies

Standard Component IDs
Token components use the token.* prefix:
	token.input - Input tokens
	token.output - Output tokens
	token.cache_read - Cached input tokens (read)
	token.cache_write - Tokens written to cache
	token.reasoning - Reasoning/thinking tokens

Tool components use the tool.* prefix:
	tool.web_search - Web search calls
	tool.file_search - File search calls
	tool.code_interpreter - Code interpreter sessions

Provider Defaults
Providers can define default pricing for tools and features that apply to all their models. This avoids duplicating tool pricing across every model definition.
TOML Configuration
# priv/llm_db/local/openai/provider.toml
[pricing_defaults]
currency = "USD"

[[pricing_defaults.components]]
id = "tool.web_search"
kind = "tool"
tool = "web_search"
unit = "call"
per = 1000
rate = 10.0

[[pricing_defaults.components]]
id = "tool.file_search"
kind = "tool"
tool = "file_search"
unit = "call"
per = 1000
rate = 2.5

[[pricing_defaults.components]]
id = "storage.file_search"
kind = "storage"
unit = "gb_day"
per = 1
rate = 0.10
meter = "file_search_storage_gb_day"

[[pricing_defaults.components]]
id = "tool.code_interpreter"
kind = "tool"
tool = "code_interpreter"
unit = "session"
per = 1
rate = 0.03
Built-in Provider Defaults
	Provider	Tools	Notes
	OpenAI	web_search, web_search_preview, file_search, code_interpreter	Plus file search storage
	Anthropic	web_search	$10/1000 calls
	Google	web_search	$35/1000 calls
	xAI	web_search, x_search, code_execution, document_search, collections_search	Various rates

How Defaults Are Applied
Provider defaults are merged with model pricing at load time:
	Models without pricing inherit the full provider defaults
	Models with pricing merge components by ID (default) or replace entirely

Provider defaults + Model overrides = Final model.pricing
Merge Strategies
When a model defines its own pricing, you can control how it combines with provider defaults using the merge field.
merge_by_id (Default)
Merges components by their id. Model components override matching defaults; non-matching defaults are preserved.
# Provider default
%{id: "tool.web_search", rate: 10.0}

# Model override
%{pricing: %{
  merge: "merge_by_id",
  components: [%{id: "tool.web_search", rate: 5.0}]  # Override rate
}}

# Result: web_search at $5/1000, other provider defaults preserved
replace
Completely replaces provider defaults with model-specific pricing.
# Model with custom pricing only
%{pricing: %{
  merge: "replace",
  components: [
    %{id: "token.input", kind: "token", unit: "token", per: 1_000_000, rate: 1.0}
  ]
}}

# Result: Only token.input component, no provider defaults
TOML Example
# Model with discounted web search
[pricing]
merge = "merge_by_id"

[[pricing.components]]
id = "tool.web_search"
kind = "tool"
tool = "web_search"
unit = "call"
per = 1000
rate = 5.0  # 50% discount from provider default
Querying Pricing Data
Access Model Pricing
{:ok, model} = LLMDB.model("openai:gpt-4o")

# Full pricing structure
model.pricing
# => %{
#      currency: "USD",
#      components: [
#        %{id: "token.input", kind: "token", unit: "token", per: 1_000_000, rate: 2.5},
#        %{id: "token.output", kind: "token", unit: "token", per: 1_000_000, rate: 10.0},
#        %{id: "tool.web_search", kind: "tool", tool: "web_search", unit: "call", per: 1000, rate: 10.0},
#        ...
#      ]
#    }

# Legacy cost field (still available)
model.cost
# => %{input: 2.5, output: 10.0, ...}
Find Specific Components
# Get token input rate
input_component = Enum.find(model.pricing.components, & &1.id == "token.input")
input_component.rate  # => 2.5

# Get all tool pricing
tool_components = Enum.filter(model.pricing.components, & &1.kind == "tool")

# Check if model has web search pricing
has_web_search = Enum.any?(model.pricing.components, & &1.tool == "web_search")
Calculate Costs
defmodule CostCalculator do
  def token_cost(model, input_tokens, output_tokens) do
    components = model.pricing.components

    input_rate = get_rate(components, "token.input")
    output_rate = get_rate(components, "token.output")

    (input_tokens * input_rate / 1_000_000) + (output_tokens * output_rate / 1_000_000)
  end

  def tool_cost(model, tool_name, call_count) do
    component = Enum.find(model.pricing.components, & &1.tool == tool_name)

    if component do
      call_count * component.rate / component.per
    else
      0.0
    end
  end

  defp get_rate(components, id) do
    case Enum.find(components, & &1.id == id) do
      nil -> 0.0
      comp -> comp.rate
    end
  end
end

# Usage
{:ok, model} = LLMDB.model("openai:gpt-4o")
CostCalculator.token_cost(model, 1000, 500)      # => 0.0075
CostCalculator.tool_cost(model, "web_search", 5) # => 0.05
Migration from Legacy Cost Format
The legacy cost field is automatically converted to pricing.components at load time by LLMDB.Pricing.apply_cost_components/1.
Mapping
	Legacy Field	Component ID	Kind	Unit	Per
	cost.input	token.input	token	token	1,000,000
	cost.output	token.output	token	token	1,000,000
	cost.cache_read	token.cache_read	token	token	1,000,000
	cost.cache_write	token.cache_write	token	token	1,000,000
	cost.reasoning	token.reasoning	token	token	1,000,000

Example Conversion
# Legacy format (in TOML or input data)
%{
  cost: %{input: 3.0, output: 15.0, cache_read: 0.3}
}

# Automatically becomes
%{
  cost: %{input: 3.0, output: 15.0, cache_read: 0.3},
  pricing: %{
    currency: "USD",
    components: [
      %{id: "token.input", kind: "token", unit: "token", per: 1_000_000, rate: 3.0},
      %{id: "token.output", kind: "token", unit: "token", per: 1_000_000, rate: 15.0},
      %{id: "token.cache_read", kind: "token", unit: "token", per: 1_000_000, rate: 0.3}
    ]
  }
}
The legacy cost field remains available for backward compatibility with existing code.
Custom Providers with Pricing
When defining custom providers at runtime, you can include pricing_defaults:
{:ok, _} = LLMDB.load(
  custom: %{
    my_provider: [
      name: "My Provider",
      base_url: "https://api.example.com/v1",
      pricing_defaults: %{
        currency: "USD",
        components: [
          %{id: "tool.custom_search", kind: "tool", tool: "custom_search", unit: "call", per: 1000, rate: 5.0},
          %{id: "storage.vectors", kind: "storage", unit: "gb_day", per: 1, rate: 0.05}
        ]
      },
      models: %{
        "my-model" => %{
          name: "My Model",
          capabilities: %{chat: true, tools: %{enabled: true}},
          cost: %{input: 1.0, output: 2.0}
        }
      }
    ]
  }
)

# The model inherits provider pricing_defaults
{:ok, model} = LLMDB.model("my_provider:my-model")
model.pricing.components
# => [
#   %{id: "token.input", ...},
#   %{id: "token.output", ...},
#   %{id: "tool.custom_search", ...},
#   %{id: "storage.vectors", ...}
# ]
Model-Level Pricing Overrides
{:ok, _} = LLMDB.load(
  custom: %{
    my_provider: [
      name: "My Provider",
      pricing_defaults: %{
        currency: "USD",
        components: [
          %{id: "tool.search", kind: "tool", tool: "search", unit: "call", per: 1000, rate: 10.0}
        ]
      },
      models: %{
        "basic-model" => %{
          capabilities: %{chat: true},
          cost: %{input: 1.0, output: 2.0}
          # Inherits tool.search at $10/1000
        },
        "premium-model" => %{
          capabilities: %{chat: true},
          cost: %{input: 5.0, output: 15.0},
          pricing: %{
            merge: "merge_by_id",
            components: [
              # Free search for premium tier
              %{id: "tool.search", kind: "tool", tool: "search", unit: "call", per: 1000, rate: 0.0}
            ]
          }
        }
      }
    ]
  }
)
Next Steps
	Schema System: Full schema definitions including pricing
	Using the Data: Runtime API and queries



  

    Schema System

Provider and Model schemas are defined using Zoi. Validation occurs at build time (ETL pipeline via LLMDB.Validate) and runtime (struct construction via new/1).
Provider Schema
Fields
	:id (atom, required) - Unique provider identifier (e.g., :openai)
	:name (string, required) - Display name
	:base_url (string, optional) - Base API URL (supports template variables)
	:env (list of strings, optional) - Environment variable names for credentials
	:config_schema (list of maps, optional) - Runtime configuration field definitions
	:doc (string, optional) - Documentation URL
	:extra (map, optional) - Additional provider-specific data

Base URL Templates
The :base_url field supports template variables in the format {variable_name}. These are typically substituted at runtime by client libraries based on configuration:
"base_url" => "https://bedrock-runtime.{region}.amazonaws.com"
Common template variables:
	{region} - Cloud provider region (e.g., AWS: "us-east-1", GCP: "us-central1")
	{project_id} - Project identifier (e.g., Google Cloud project ID)

Runtime Configuration Schema
The :config_schema field documents what runtime configuration parameters the provider accepts beyond credentials. Each entry defines a configuration field:
%{
  "name" => "region",           # Field name
  "type" => "string",           # Data type
  "required" => false,          # Whether required
  "default" => "us-east-1",     # Default value (optional)
  "doc" => "AWS region..."      # Description (optional)
}
This metadata helps client libraries validate configuration and generate documentation.
Construction
provider_data = %{
  "id" => :openai,
  "name" => "OpenAI",
  "base_url" => "https://api.openai.com/v1",
  "env" => ["OPENAI_API_KEY"],
  "doc" => "https://platform.openai.com/docs"
}

{:ok, provider} = LLMDB.Provider.new(provider_data)
provider = LLMDB.Provider.new!(provider_data)
Example: AWS Bedrock
%{
  "id" => :amazon_bedrock,
  "name" => "Amazon Bedrock",
  "base_url" => "https://bedrock-runtime.{region}.amazonaws.com",
  "env" => ["AWS_ACCESS_KEY_ID", "AWS_SECRET_ACCESS_KEY"],
  "config_schema" => [
    %{
      "name" => "region",
      "type" => "string",
      "required" => false,
      "default" => "us-east-1",
      "doc" => "AWS region where Bedrock is available"
    },
    %{
      "name" => "api_key",
      "type" => "string",
      "required" => false,
      "doc" => "Bedrock API key for simplified authentication"
    }
  ],
  "extra" => %{
    "auth_patterns" => ["bearer_token", "sigv4"]
  }
}
See LLMDB.Schema.Provider and LLMDB.Provider for details.
Model Schema
Core Fields
	:id (string, required) - Canonical model identifier (e.g., "gpt-4")
	:provider (atom, required) - Provider atom (e.g., :openai)
	:provider_model_id (string, optional) - Provider's internal ID (defaults to :id)
	:name (string, required) - Display name
	:family (string, optional) - Model family (e.g., "gpt-4")
	:release_date (date, optional) - Release date
	:last_updated (date, optional) - Last update date
	:knowledge (date, optional) - Knowledge cutoff date
	:deprecated (boolean, default: false) - Deprecation status
	:aliases (list of strings, default: []) - Alternative identifiers (see below)
	:base_url (date, optional) - Model specific base_url.  Typically used for local models that are deployed to different port numbers.
	:tags (list of strings, optional) - Categorization tags
	:extra (map, optional) - Additional model-specific data

Model Aliases
The :aliases field allows a single model entry to be referenced by multiple identifiers. This enables model consolidation and supports naming variations.
Canonical ID Strategy:
	Each unique model has ONE canonical id (typically the dated version)
	All naming variants are stored in the aliases array
	Lookups check both id and aliases - both resolve to the same model

Common Use Cases:
	Naming Variants - Dot vs dash notation, dated vs undated:
%{
  "id" => "claude-haiku-4-5-20251001",  # Canonical (dated, dash notation)
  "aliases" => [
    "claude-haiku-4-5",                  # Undated version
    "claude-haiku-4.5",                  # Dot notation
    "claude-haiku-4.5-20251001"          # Dot + date variant
  ]
}

	Version Shortcuts - Latest/stable aliases:
%{
  "id" => "claude-3-5-haiku-20241022",
  "aliases" => [
    "claude-3-5-haiku-latest",           # Latest version pointer
    "claude-3.5-haiku",                  # Dot notation
    "claude-3.5-haiku-20241022"          # Dot + date
  ]
}

	Provider-specific Routing - AWS Bedrock region prefixes:
%{
  "id" => "anthropic.claude-opus-4-1-20250805-v1:0",  # Canonical ID
  "aliases" => [
    "us.anthropic.claude-opus-4-1-20250805-v1:0",     # US routing
    "eu.anthropic.claude-opus-4-1-20250805-v1:0",     # EU routing
    "global.anthropic.claude-opus-4-1-20250805-v1:0"  # Global routing
  ]
}

	Legacy Compatibility - Support deprecated identifiers:
%{
  "id" => "gpt-4o-2024-11-20",
  "aliases" => [
    "gpt-4o",                             # Undated version
    "gpt-4o-latest",                      # Latest pointer
    "chatgpt-4o-latest"                   # Legacy name
  ]
}


Canonicalization Rules:
When consolidating models with multiple naming variants:
	Prefer dated versions - Dated IDs are immutable and map to a single release
	Use dash notation - 4-5 over 4.5 (dashes are the standard separator)
	Full date format - YYYYMMDD when available
	Exclude from upstream - Add non-canonical IDs to provider's exclude_models
	Document aliases - Create local TOML override with canonical ID and aliases

Example Consolidation:
# llm_db/priv/llm_db/local/anthropic/claude-haiku-4-5-20251001.toml
id = "claude-haiku-4-5-20251001"

aliases = [
  "claude-haiku-4-5",
  "claude-haiku-4.5"
]
# llm_db/priv/llm_db/local/anthropic/provider.toml
exclude_models = [
  "claude-haiku-4-5",      # Now an alias
  "claude-haiku-4.5"       # Now an alias
]
Resolution Behavior:
Client libraries should:
	Accept any variant (canonical ID or alias) in user input
	Resolve to canonical model via LLMDB.model/1 or LLMDB.model/2
	Use model.id (canonical ID) for internal operations, fixtures, and cache keys
	Use model.provider_model_id (if set) for API requests

Important for Filtering:
Allow/deny filters match against canonical IDs only, not aliases. Always use canonical IDs in filter patterns:
# ✓ Correct
config :llm_db,
  filter: %{allow: %{anthropic: ["claude-haiku-4-5-20251001"]}}

# ✗ Incorrect (alias won't match)
config :llm_db,
  filter: %{allow: %{anthropic: ["claude-haiku-4.5"]}}
See Consumer Integration Guide for detailed guidance on using aliases in your library.
Capability Fields
	:modalities (map, required) - Input/output modalities (see below)
	:capabilities (map, required) - Feature capabilities (see below)
	:limits (map, optional) - Context and output limits
	:cost (map, optional) - Pricing information

Construction
model_data = %{
  "id" => "gpt-4",
  "provider" => :openai,
  "name" => "GPT-4",
  "family" => "gpt-4",
  "modalities" => %{
    "input" => [:text],
    "output" => [:text]
  },
  "capabilities" => %{
    "chat" => true,
    "tools" => %{"enabled" => true, "streaming" => true}
  },
  "limits" => %{
    "context" => 8192,
    "output" => 4096
  }
}

{:ok, model} = LLMDB.Model.new(model_data)
See LLMDB.Schema.Model and LLMDB.Model for details.
Nested Schemas
Modalities
%{
  "input" => [:text, :image, :audio],  # Atoms or strings (normalized to atoms)
  "output" => [:text, :image]
}
Capabilities
The capabilities schema uses granular nested objects to accurately represent real-world provider limitations, moving beyond simple boolean flags.
%{
  "chat" => true,
  "embeddings" => false,
  "rerank" => false,
  "reasoning" => %{
    "enabled" => true,
    "token_budget" => 10000
  },
  "tools" => %{
    "enabled" => true,
    "streaming" => true,    # Can stream tool calls?
    "strict" => true,       # Supports strict schema validation?
    "parallel" => true      # Can invoke multiple tools in one turn?
  },
  "json" => %{
    "native" => true,       # Native JSON mode support?
    "schema" => true,       # Supports JSON schema?
    "strict" => true        # Strict schema enforcement?
  },
  "streaming" => %{
    "text" => true,
    "tool_calls" => true
  }
}
Granular Tool Capabilities
The tools capability object allows precise documentation of provider-specific limitations. For example, AWS Bedrock's Llama 3.3 70B supports tools but not in streaming mode:
%{
  "tools" => %{
    "enabled" => true,
    "streaming" => false,  # ← Bedrock API restriction
    "strict" => false,
    "parallel" => false
  }
}
This granularity eliminates the need for client libraries to maintain provider-specific override lists, as the limitations are documented directly in the model metadata.
Defaults applied during Enrich stage: booleans default to false, optional values to nil. See LLMDB.Schema.Capabilities.
Limits
%{
  "context" => 128000,
  "output" => 4096
}
See LLMDB.Schema.Limits.
Cost
Pricing per million tokens (USD):
%{
  "input" => 5.0,          # Per 1M input tokens
  "output" => 15.0,        # Per 1M output tokens
  "request" => 0.01,       # Per request (if applicable)
  "cache_read" => 0.5,     # Per 1M cached tokens read
  "cache_write" => 1.25,   # Per 1M tokens written to cache
  "training" => 25.0,      # Per 1M tokens for fine-tuning
  "reasoning" => 10.0,     # Per 1M reasoning/thinking tokens
  "image" => 0.01,         # Per image
  "audio" => 0.001,        # Per second of audio (deprecated, use input_audio/output_audio)
  "input_audio" => 1.0,    # Per 1M input audio tokens
  "output_audio" => 2.5,   # Per 1M output audio tokens
  "input_video" => 3.0,    # Per 1M input video tokens
  "output_video" => 5.0    # Per 1M output video tokens
}
See LLMDB.Schema.Cost.
Validation APIs
Batch Validation
# Returns {:ok, valid_providers, dropped_count}
{:ok, providers, dropped} = LLMDB.Validate.validate_providers(provider_list)

# Returns {:ok, valid_models, dropped_count}
{:ok, models, dropped} = LLMDB.Validate.validate_models(model_list)
Invalid entries are dropped and logged as warnings.
Struct Construction
# Returns {:ok, struct} or {:error, reason}
{:ok, provider} = LLMDB.Provider.new(provider_map)
{:ok, model} = LLMDB.Model.new(model_map)

# Raises on validation error
provider = LLMDB.Provider.new!(provider_map)
model = LLMDB.Model.new!(model_map)
The extra Field
Unknown fields are preserved in :extra for forward compatibility. The ModelsDev source automatically moves unmapped fields into :extra:
%{"id" => "gpt-4", "name" => "GPT-4", "vendor_field" => "custom"}
# Transforms to:
%{"id" => "gpt-4", "name" => "GPT-4", "extra" => %{"vendor_field" => "custom"}}


  

    Sources and Engine

The Engine runs a build-time ETL pipeline that loads data from sources, normalizes, validates, merges, enriches, and indexes it, then builds a canonical snapshot.json artifact. Runtime only loads the packaged or explicitly fetched snapshot.
Source Behaviour
All sources implement the LLMDB.Source behaviour:
@callback load(opts :: map()) :: {:ok, data :: map()} | {:error, term()}
@callback pull(opts :: map()) :: :ok | {:error, term()}  # Optional
Canonical Format
%{
  "providers" => %{
    openai: %{
      "id" => :openai,
      "name" => "OpenAI",
      "base_url" => "https://api.openai.com/v1",
      # ...
    }
  },
  "models" => [
    %{
      "id" => "gpt-4",
      "provider" => :openai,
      "name" => "GPT-4",
      # ...
    },
    # ...
  ]
}
Outer map uses string keys; provider keys are atoms; model IDs are strings. Use LLMDB.Source.assert_canonical!/1 for validation.
Built-in Sources
ModelsDev (Remote)
{LLMDB.Sources.ModelsDev, %{
  url: "https://models.dev/api/models",
  cache_path: "priv/llm_db/cache/models_dev.json"
}}
pull/1 downloads and caches via Req. load/1 loads from cache. Transforms models.dev schema to canonical format (limit → limits, modality strings → atoms, unmapped → :extra).
Local (TOML)
{LLMDB.Sources.Local, %{dir: "priv/llm_db"}}
Structure: provider.toml + models/{provider}/*.toml. Atomizes keys, injects :provider from directory name.
Configuring Sources
config :llm_db,
  sources: [
    {LLMDB.Sources.ModelsDev, %{}},
    {LLMDB.Sources.Local, %{dir: "priv/llm_db"}}
  ]
Sources processed in order. Later sources override earlier ones.
ETL Pipeline
LLMDB.Engine.run/1 executes 7 stages:
	Ingest: Load sources, validate canonical format, flatten nested provider data
	Normalize: Convert provider IDs to atoms, normalize modalities to atoms, parse dates
	Validate: Zoi validation via LLMDB.Validate, drop invalid, log warnings
	Merge: Last-wins precedence; :aliases are unioned, other lists replaced, maps deep merged
	Filter: Compile allow/deny patterns (deny wins, globs supported)
	Enrich: Derive :family, fill :provider_model_id, apply capability defaults
	Index: Build providers_by_id, models_by_key, models_by_provider, aliases_by_key, then v2 snapshot

Final check warns if zero providers/models.
Mix Tasks
	mix llm_db.pull - Fetch and cache remote sources
	mix llm_db.build - Run ETL and build canonical snapshot artifacts
	mix llm_db.snapshot.publish - Publish an immutable content-addressed snapshot to GitHub Releases

Custom Source Example
defmodule MyApp.InternalModels do
  @behaviour LLMDB.Source

  @impl true
  def load(_opts) do
    {:ok, %{
      "providers" => %{internal: %{"id" => :internal, "name" => "Internal"}},
      "models" => [%{"id" => "custom-gpt", "provider" => :internal, "capabilities" => %{"chat" => true}}]
    }}
  end
end

# config.exs
config :llm_db, sources: [{MyApp.InternalModels, %{}}]


  

    Runtime Filters

Runtime filtering allows you to control which models are visible at load-time and during runtime without rebuilding the packaged snapshot.
Overview
LLMDB separates build-time and load-time concerns:
	Build-time (Engine): Produces complete, unfiltered snapshots from sources
	Load-time (LLMDB.load): Applies filters and builds indexes
	Runtime (Runtime.apply): Updates filters dynamically without reload

The base_models list stored in the snapshot enables widening filters later without rebuilding from sources.
Configuration Model
Keys
Configure filters using the :filter key in your application config:
config :llm_db,
  filter: %{
    allow: :all | %{provider_atom => [pattern_strings]},
    deny: %{provider_atom => [pattern_strings]}
  }
Semantics
	Configuration	Behavior
	allow: :all	Everything passes unless denied (default)
	allow: %{}	Same as :all (empty map)
	allow: %{provider: []}	Blocks provider entirely
	allow: %{provider: ["pattern*"]}	Only matching models pass
	deny: %{provider: ["pattern*"]}	Always overrides allow

Provider Keys:
	Accept atoms (:openai) or strings ("openai")
	Unknown providers are warned and ignored
	Must correspond to existing provider atoms

Pattern Types:
	Glob: "gpt-4*", "*-preview", "claude-3-haiku-*"
	Regex: ~r/gpt-4.*/, ~r/claude-3-\w+-20240307/
	Globs compile to anchored regex for matching

Common Recipes
Allow only Haiku models across providers
config :llm_db,
  filter: %{
    allow: %{
      anthropic: ["claude-3-haiku-*"],
      openrouter: ["anthropic/claude-3-haiku-*"]
    },
    deny: %{}
  }
Allow all except preview/beta models
config :llm_db,
  filter: %{
    allow: :all,
    deny: %{
      openai: ["*-preview", "*-beta"],
      google: ["*-experimental"]
    }
  }
Block a provider entirely
config :llm_db,
  filter: %{
    allow: %{
      openai: [],  # Empty list blocks provider
      anthropic: ["claude-3-*"]
    },
    deny: %{}
  }
Alternatively, simply omit the provider from a non-empty allow map:
config :llm_db,
  filter: %{
    allow: %{
      anthropic: ["claude-3-*"]
      # openai implicitly blocked (not in allow map)
    },
    deny: %{}
  }
Carve out exceptions with deny
config :llm_db,
  filter: %{
    allow: %{anthropic: ["claude-3-haiku-*"]},
    deny: %{anthropic: ["*-legacy"]}
  }
This allows all Haiku models except legacy versions.
Runtime override to switch families
Start with one configuration:
# config/runtime.exs
config :llm_db,
  filter: %{
    allow: %{anthropic: ["claude-3-haiku-*"]},
    deny: %{}
  }
Then override at runtime to switch to different models:
{:ok, _snapshot} = LLMDB.load(
  runtime_overrides: %{
    filter: %{
      allow: %{
        anthropic: ["claude-3.5-sonnet-*", "claude-3-opus-*"]
      },
      deny: %{}
    }
  }
)
Programmatic update without reload
For hot updates during runtime without calling load/1:
# Get current snapshot
snapshot = LLMDB.Store.snapshot()

# Apply new filters
{:ok, updated_snapshot} = LLMDB.Runtime.apply(snapshot, %{
  filter: %{
    allow: %{openai: ["gpt-4o-*"]},
    deny: %{openai: ["*-preview"]}
  }
})

# Update store (atomic swap)
LLMDB.Store.put!(updated_snapshot)
The Runtime.apply/2 function:
	Recompiles filters and reapplies to base_models
	Rebuilds indexes (models_by_key, aliases_by_key, models_by_provider)
	Enables filter widening because it uses the full base_models list
	Returns {:ok, snapshot} or {:error, reason}

Runtime Overrides
Via LLMDB.load/1
Pass runtime_overrides to override config at load time:
{:ok, _snapshot} = LLMDB.load(
  runtime_overrides: %{
    filter: %{allow: %{...}, deny: %{...}},
    prefer: [:openai, :anthropic]
  }
)
Runtime overrides take precedence over application config.
Via LLMDB.Runtime.apply/2
For updates without reloading:
snapshot = LLMDB.Store.snapshot()

{:ok, updated_snapshot} = LLMDB.Runtime.apply(snapshot, %{
  filter: %{...}
})

LLMDB.Store.put!(updated_snapshot)
Error Handling and Troubleshooting
"Filters eliminated all models"
Error:
{:error, "llm_db: filters eliminated all models (allow: ..., deny: ...). 
 Use allow: :all to widen filters or remove deny patterns."}
Causes:
	Allow patterns match no models
	All models are denied
	Unknown providers in allow map (silently ignored, leaving no valid providers)

Solutions:
	Check provider names for typos
	Verify patterns match actual model IDs
	Use allow: :all to widen filters
	Remove or adjust deny patterns

"Unknown providers in filter"
Warning:
llm_db: unknown provider(s) in filter: [:unknwon_provider]. 
Known providers: [:openai, :anthropic, ...]. 
Check spelling or remove unknown providers from configuration.
Causes:
	Typo in provider name
	Provider doesn't exist in snapshot
	String not converted to existing atom

Solutions:
	Check spelling: :openai not :open_ai
	Verify provider exists: LLMDB.providers() or LLMDB.list_providers()
	Remove unknown provider from config

Nothing shows for provider X
With a non-empty allow map, providers must be explicitly listed:
# This BLOCKS openai (not in allow map)
config :llm_db,
  filter: %{
    allow: %{anthropic: ["claude-3-*"]},  # Only anthropic allowed
    deny: %{}
  }

# To include openai, add it to allow:
config :llm_db,
  filter: %{
    allow: %{
      anthropic: ["claude-3-*"],
      openai: ["gpt-4*"]
    },
    deny: %{}
  }
Check what's allowed
LLMDB.allowed?("openai:gpt-4o-mini")  
#=> true or false

LLMDB.allowed?({:openai, "gpt-4o-preview"})
#=> false (if denied by pattern)

{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
LLMDB.allowed?(model)
#=> true
Safety and Performance
Provider Key Safety
	Provider keys use String.to_existing_atom/1 to prevent atom leaks
	Unknown string keys are ignored with warnings
	Atom keys are validated against known providers
	Safe for use in production with untrusted config sources

Pattern Performance
	Patterns compile once at load/override time
	Runtime matching is O(patterns-for-provider) per allowed?/1 call
	Regex patterns are compiled and cached
	Typical pattern counts (<100 per provider) have negligible overhead

Recommendations:
	Prefer glob patterns ("gpt-4*") over complex regex for readability
	Avoid untrusted user input for Regex patterns (config should be trusted)
	For thousands of patterns, consider pre-filtering at source level

Filter Widening
Runtime filter updates can widen or narrow because they operate on base_models:
# Start narrow
LLMDB.load(runtime_overrides: %{
  filter: %{allow: %{anthropic: ["claude-3-haiku-*"]}, deny: %{}}
})
#=> Only Haiku models visible

# Widen later
snapshot = LLMDB.Store.snapshot()
{:ok, snapshot} = LLMDB.Runtime.apply(snapshot, %{
  filter: %{allow: %{anthropic: ["claude-3-*"]}, deny: %{}}
})
LLMDB.Store.put!(snapshot)
#=> All Claude 3 models now visible (pulled from base_models)
Edge Cases
Empty allow map
config :llm_db,
  filter: %{allow: %{}, deny: %{}}
This behaves like allow: :all (map size is 0).
Allow with only unknown providers
config :llm_db,
  filter: %{
    allow: %{nonexistent_provider: ["model-*"]},
    deny: %{}
  }
After filtering out unknown providers, allow becomes %{} (empty map), which acts like :all. You'll see a warning but load will succeed.
To actually restrict to specific providers, use known provider names:
config :llm_db,
  filter: %{
    allow: %{anthropic: ["claude-3-haiku-*"]},
    deny: %{}
  }
Regex safety
Regex from application config is trusted. Avoid accepting user-supplied Regex patterns:
# Safe: config file
config :llm_db,
  filter: %{allow: %{openai: [~r/gpt-4.*/]}, deny: %{}}

# Unsafe: user input (don't do this)
user_pattern = ~r/#{user_input}.*/  # Potential ReDoS attack
Stick to glob patterns for user-facing configuration.
Migration from Old Format
If you previously used top-level :allow and :deny keys:
Old:
config :llm_db,
  allow: %{openai: ["gpt-4*"]},
  deny: %{openai: ["*-preview"]}
New:
config :llm_db,
  filter: %{
    allow: %{openai: ["gpt-4*"]},
    deny: %{openai: ["*-preview"]}
  }
The old format is no longer supported as of version 2025.11.7+. Update your configuration to use the singular :filter key.


  

    Using the Data

Query, filter, and access LLM model metadata at runtime.
Loading
Initial Load
# Defaults
{:ok, snapshot} = LLMDB.load()

# With filters and preferences
{:ok, snapshot} = LLMDB.load(
  allow: %{openai: :all, anthropic: ["claude-3*"]},
  deny: %{openai: ["*-deprecated"]},
  prefer: [:anthropic, :openai]
)

# With custom providers
{:ok, snapshot} = LLMDB.load(
  custom: %{
    vllm: [
      name: "Local vLLM Provider",
      base_url: "http://localhost:8000/v1",
      models: %{
        "llama-3" => %{
          capabilities: %{chat: true, tools: %{enabled: true}},
          limits: %{context: 8192, output: 2048}
        }
      }
    ]
  }
)
Steps:
	Loads LLMDB.Packaged.snapshot() from priv/llm_db/snapshot.json
	Normalizes IDs to atoms
	Compiles filter patterns
	Builds indexes (providers_by_id, models_by_key)
	Applies runtime overrides
	Stores in :persistent_term with epoch

Reload
# Reload with default configuration
{:ok, snapshot} = LLMDB.load()

# Reload with new runtime overrides
{:ok, snapshot} = LLMDB.load(runtime_overrides: %{filter: %{allow: :all, deny: %{}}})
Storage
Stored in :persistent_term for O(1) lock-free reads, process-local caching, and epoch-based cache invalidation.
LLMDB.epoch()           # => 1
LLMDB.snapshot()        # => %{providers: %{...}, ...}
Listing and Lookup
Providers
# All providers
providers = LLMDB.providers()
# => [%LLMDB.Provider{id: :openai, ...}, ...]

# Specific provider
{:ok, provider} = LLMDB.provider(:openai)
LLMDB.provider(:unknown)  # => :error
Models
# All models
models = LLMDB.models()

# Models by provider
openai_models = LLMDB.models(:openai)

# Specific model
{:ok, model} = LLMDB.model(:openai, "gpt-4")
LLMDB.model(:openai, "unknown")  # => {:error, :not_found}

# From spec string
{:ok, model} = LLMDB.model("openai:gpt-4")
Alias Resolution
Models can have multiple aliases that resolve to a single canonical model ID. This is useful for handling naming variations (dots vs dashes, dated vs undated versions, -latest shortcuts).
# All of these resolve to the same canonical model
{:ok, model} = LLMDB.model(:anthropic, "claude-haiku-4-5-20251001")  # Canonical
{:ok, model} = LLMDB.model(:anthropic, "claude-haiku-4-5")            # Undated
{:ok, model} = LLMDB.model(:anthropic, "claude-haiku-4.5")            # Dot notation
# All return: %LLMDB.Model{id: "claude-haiku-4-5-20251001", ...}

# Aliases work in spec format too
{:ok, model} = LLMDB.model("anthropic:claude-haiku-4.5")
model.id  #=> "claude-haiku-4-5-20251001"

# Check the aliases for a model
model.aliases  #=> ["claude-haiku-4-5", "claude-haiku-4.5"]
How Aliases Work:
	Each model has ONE canonical id (stored in model.id)
	Additional naming variants are stored in model.aliases
	Lookups check both id and aliases - both resolve to the same model
	Canonical IDs are typically dated versions (e.g., claude-haiku-4-5-20251001)
	Aliases include undated versions, dot/dash variations, and -latest shortcuts

Important for Filtering:
	Allow/deny filters match against canonical IDs only, not aliases
	Alias resolution happens AFTER filtering during model lookup
	Always use canonical IDs in filter patterns (see example below)

# ✓ Correct - filter by canonical ID
{:ok, _} = LLMDB.load(
  allow: %{anthropic: ["claude-haiku-4-5-20251001"]},
  deny: %{}
)

# ✗ Incorrect - alias won't match filter
{:ok, _} = LLMDB.load(
  allow: %{anthropic: ["claude-haiku-4.5"]},  # Won't work!
  deny: %{}
)
# This will eliminate all models because "claude-haiku-4.5" is an alias, not a canonical ID
Capabilities
Get capabilities map for a model:
{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
LLMDB.capabilities(model)
# => %{chat: true, tools: %{enabled: true, ...}, json: %{native: true, ...}, ...}

LLMDB.capabilities({:openai, "gpt-4o-mini"})
# => %{chat: true, tools: %{enabled: true, ...}, ...}

LLMDB.capabilities("openai:gpt-4o-mini")
# => %{chat: true, ...}
Model Selection
Select models by capability requirements:
# Select first match
{:ok, {provider, id}} = LLMDB.select(require: [tools: true])

{:ok, {provider, id}} = LLMDB.select(
  require: [json_native: true, chat: true]
)

# Get all matches
specs = LLMDB.candidates(require: [tools: true])
# => [{:openai, "gpt-4o"}, {:openai, "gpt-4o-mini"}, ...]

# Forbid capabilities
{:ok, {provider, id}} = LLMDB.select(
  require: [tools: true],
  forbid: [streaming_tool_calls: true]
)

# Provider preference (uses configured prefer as default, or override)
{:ok, {provider, id}} = LLMDB.select(
  require: [chat: true],
  prefer: [:anthropic, :openai]
)

# Scope to provider
{:ok, {provider, id}} = LLMDB.select(
  require: [tools: true],
  scope: :openai
)

# Combined - select first match
{:ok, {provider, id}} = LLMDB.select(
  require: [chat: true, json_native: true, tools: true],
  forbid: [streaming_tool_calls: true],
  prefer: [:openai, :anthropic],
  scope: :all
)

# Combined - get all matches
specs = LLMDB.candidates(
  require: [chat: true, json_native: true, tools: true],
  forbid: [streaming_tool_calls: true],
  prefer: [:openai, :anthropic],
  scope: :all
)
Allow/Deny Filters
Runtime Filters
{:ok, _} = LLMDB.load(
  runtime_overrides: %{
    filter: %{
      allow: %{
        openai: ["gpt-4*", "gpt-3.5*"],  # Globs
        anthropic: :all
      },
      deny: %{
        openai: ["*-deprecated"]
      }
    }
  }
)
Rules:
	Deny wins over allow
	Empty allow map %{} behaves like :all (allows all)
	:all allows all models from provider
	Patterns: exact strings, globs with *, or Regex ~r//
	Unknown providers in filters are warned and ignored

Check Availability
LLMDB.allowed?("openai:gpt-4")               # => true
LLMDB.allowed?({:openai, "gpt-4"})           # => true
LLMDB.allowed?("openai:gpt-4-deprecated")    # => false

{:ok, model} = LLMDB.model("openai:gpt-4")
LLMDB.allowed?(model)                        # => true
Spec Parsing
# Parse spec string to {provider, id} tuple
{:ok, {:openai, "gpt-4"}} = LLMDB.parse("openai:gpt-4")
{:ok, {:anthropic, "claude-3-5-sonnet-20241022"}} = LLMDB.parse("anthropic:claude-3-5-sonnet-20241022")
LLMDB.parse("invalid")  # => {:error, :invalid_spec}

# Parse also accepts tuples (passthrough)
{:ok, {:openai, "gpt-4"}} = LLMDB.parse({:openai, "gpt-4"})

# Advanced: Use LLMDB.Spec for additional functionality
{:ok, :openai} = LLMDB.Spec.parse_provider("openai")
LLMDB.Spec.parse_provider("unknown")  # => {:error, :unknown_provider}

{:ok, {:openai, "gpt-4"}} = LLMDB.Spec.parse_spec("openai:gpt-4")
Custom Providers
Add local or private models to the catalog at load time:
{:ok, _} = LLMDB.load(
  custom: %{
    vllm: [
      name: "Local vLLM Server",
      base_url: "http://localhost:8000/v1",
      env: ["OPENAI_API_KEY"],
      models: %{
        "llama-3-8b" => %{
          name: "Llama 3 8B",
          family: "llama-3",
          capabilities: %{chat: true, tools: %{enabled: true}},
          limits: %{context: 8192, output: 2048},
          cost: %{input: 0.0, output: 0.0}
        },
        "mistral-7b" => %{
          capabilities: %{chat: true}
        }
      }
    ],
    openrouter: [
      name: "OpenRouter",
      base_url: "https://openrouter.ai/api/v1",
      models: %{
        "custom/model" => %{capabilities: %{chat: true}}
      }
    ]
  }
)

# Use custom models
{:ok, model} = LLMDB.model("vllm:llama-3-8b")
{:ok, {provider, id}} = LLMDB.select(require: [tools: true], prefer: [:vllm])
Custom Provider Format:
	Each provider is a top-level key under :custom
	Provider config is a keyword list with optional :name, :base_url, :env, :doc, :extra
	:models is required - a map where keys are model IDs and values are model configs
	Models inherit the provider ID automatically
	Custom providers/models merge with packaged data (last wins by ID)
	ReqLLM users should pick a ReqLLM-supported provider ID (for local OpenAI-compatible servers, use :vllm) or register a custom ReqLLM provider module

Load Options
All options passed to LLMDB.load/1:
{:ok, _} = LLMDB.load(
  allow: %{openai: ["gpt-4*"]},
  deny: %{openai: ["*-preview"]},
  prefer: [:openai, :anthropic],
  custom: %{vllm: [models: %{"llama-3" => %{capabilities: %{chat: true}}}]}
)
These options override application config from config :llm_db, ... and trigger:
	Filter pattern compilation
	Custom provider/model merging
	Filter application
	Index rebuilding
	Store update with epoch + 1

Recipes
Pick JSON-native model, prefer OpenAI, forbid streaming tool calls
{:ok, {provider, id}} = LLMDB.select(
  require: [json_native: true],
  forbid: [streaming_tool_calls: true],
  prefer: [:openai]
)
{:ok, model} = LLMDB.model({provider, id})
List Anthropic models with tools
specs = LLMDB.candidates(require: [tools: true], scope: :anthropic)
Enum.each(specs, fn {provider, id} ->
  {:ok, model} = LLMDB.model({provider, id})
  IO.puts("#{model.id}: #{model.name}")
end)
Check spec availability
case LLMDB.model("openai:gpt-4") do
  {:ok, model} ->
    if LLMDB.allowed?(model) do
      IO.puts("✓ Available: #{model.name}")
    else
      IO.puts("✗ Filtered by allow/deny")
    end
  {:error, :not_found} ->
    IO.puts("✗ Not in catalog")
end
Find cheapest model with capabilities
specs = LLMDB.candidates(require: [chat: true, tools: true])

models = 
  for {provider, id} <- specs,
      {:ok, model} <- [LLMDB.model({provider, id})],
      do: model

cheapest = 
  models
  |> Enum.filter(& &1.cost != nil)
  |> Enum.min_by(& &1.cost.input + &1.cost.output, fn -> nil end)

if cheapest do
  IO.puts("#{cheapest.provider}:#{cheapest.id}")
  IO.puts("$#{cheapest.cost.input}/M in + $#{cheapest.cost.output}/M out")
end
Get vision models
models = 
  LLMDB.models()
  |> Enum.filter(fn m -> :image in (m.modalities.input || []) end)
Diagnostics
LLMDB.epoch()                         # => 1
snapshot = LLMDB.snapshot()
LLMDB.providers() |> length()
LLMDB.models() |> length()
Next Steps
	Schema System: Data structures
	Release Process: Snapshot-based releases



  

    Release Process

Snapshot-Based Model Data
LLM Models packages a pre-built snapshot at priv/llm_db/snapshot.json.
Snapshot Structure
V2 schema uses nested providers with embedded models:
{
  "version": 2,
  "generated_at": "2025-11-06T14:23:45.123456Z",
  "providers": {
    "openai": {
      "id": "openai",
      "name": "OpenAI",
      "base_url": "https://api.openai.com/v1",
      "models": {
        "gpt-4": {
          "id": "gpt-4",
          "provider": "openai",
          "name": "GPT-4",
          "capabilities": {...},
          "limits": {...},
          "cost": {...}
        }
      }
    }
  }
}
Runtime Loading
# Reads from priv/llm_db/snapshot.json
{:ok, _} = LLMDB.load()
Compile-time embed (zero runtime IO):
# config/config.exs
config :llm_db, compile_embed: true
Snapshot is inlined into BEAM bytecode during compilation. Requires recompilation on snapshot changes.
Updating Model Data
1. Pull Remote Sources
$ mix llm_db.pull
Pulling from configured sources...
✓ ModelsDev: 450 models cached at priv/llm_db/cache/models_dev.json

2. Build Snapshot
$ mix llm_db.build
$ mix llm_db.build --install

Outputs:
	_build/llm_db/snapshot/snapshot.json - Canonical snapshot artifact
	_build/llm_db/snapshot/snapshot-meta.json - Snapshot metadata
	priv/llm_db/snapshot.json - Installed packaged snapshot when --install is used

3. Publish Snapshot Catalog Assets
$ mix llm_db.snapshot.publish
$ mix llm_db.history.rebuild --publish

This publishes immutable snapshot releases plus the mutable catalog-index
assets: latest.json, snapshot-index.json, history.tar.gz, and history-meta.json.
Versioning and Tagging
Date-based versioning: YYYY.M.D
Update Version
$ mix llm_db.version
Updated version to 2025.11.6 in mix.exs

Updates @version in mix.exs.
Generate Changelog and Tag
$ mix git_ops.release
Analyzing commits since last release...
Updating CHANGELOG.md...
Creating git tag v2025.11.6...

	Parses conventional commits since last tag
	Updates CHANGELOG.md
	Creates git tag v2025.11.6

Push Tag
$ git push && git push --tags

CI triggers on tag push: Hex.pm publish, GitHub release, HexDocs publish.
Snapshot Format
V2 Schema
{
  "version": 2,
  "generated_at": "ISO8601 timestamp",
  "providers": {
    "provider_atom_as_string": {
      "id": "provider_atom_as_string",
      "name": "Provider Name",
      "base_url": "https://...",
      "env": {...},
      "doc": "https://...",
      "extra": {...},
      "models": {
        "model_id": {
          "id": "model_id",
          "provider": "provider_atom_as_string",
          "name": "Model Name",
          "capabilities": {...},
          "limits": {...},
          "cost": {...},
          "modalities": {...},
          "deprecated": false,
          "aliases": [...],
          "extra": {...}
        }
      }
    }
  }
}
Runtime-only indexes (rebuilt during LLMDB.load/1):
	providers_by_id
	models_by_key
	models_by_provider
	aliases_by_key

Release Triggers
	Upstream data changes (new models, pricing, capabilities)
	Schema changes (new fields, modality types)
	Provider additions
	Taxonomy updates
	Metadata corrections

Release Checklist
	[ ] mix llm_db.pull
	[ ] mix llm_db.build
	[ ] mix test
	[ ] Verify mix llm_db.build --check --install
	[ ] Commit snapshot and generated files
	[ ] mix llm_db.version
	[ ] mix git_ops.release
	[ ] Review CHANGELOG.md
	[ ] git push && git push --tags

Automated Release
$ mix llm_db.pull && \
  mix llm_db.build && \
  mix test && \
  mix llm_db.version && \
  mix git_ops.release && \
  git push && \
  git push --tags

Or via mix alias:
defp aliases do
  [
    release: [
      "llm_db.pull",
      "llm_db.build",
      "test",
      "llm_db.version",
      "git_ops.release"
    ]
  ]
end
$ mix release
$ git push && git push --tags

Snapshot Versions
	v1: Flat lists (deprecated)
	v2: Nested providers with models (current)

Snapshot Size
Current: ~1.2 MB (400 models × 12 providers)
Optimization options:
	Filter deprecated models at build time
	gzip compression (transparent in BEAM)
	Split by provider (on-demand load)
	Remove :extra fields

Schema Evolution Signals
	New capability types (e.g., "video generation")
	New cost models (e.g., "per-character")
	New modality types (e.g., "3d", "code")
	Provider-specific features becoming common

Schema changes require updates to:
	Source adapters (ModelsDev transform)
	Validation schemas (Zoi definitions)
	Documentation (capability lists)

Related Guides
	Schema System
	Sources and Engine
	Using the Data
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Fast, persistent_term-backed LLM model metadata catalog.
Provides a simple, capability-aware API for querying LLM model metadata.
All queries are backed by :persistent_term for O(1), lock-free access.
Model Specs
Model specifications can be expressed in multiple formats:
	"provider:model" (e.g., "openai:gpt-4o-mini") - Traditional colon format
	"model@provider" (e.g., "gpt-4o-mini@openai") - Filesystem-safe @ format
	{:provider, "model"} (e.g., {:openai, "gpt-4o-mini"}) - Tuple format

See the Model Spec Formats guide for detailed information
on when to use each format.
Two Phases
Phase 1 - Build Time (Mix tasks):
	mix llm_db.pull - Pull remote sources into local caches
	mix llm_db.build - Run ETL and build a canonical snapshot artifact
	This is a development/CI operation that builds the complete catalog

Phase 2 - Runtime (Consumer library):
	load/1 - Load packaged snapshot into Store with optional filtering
	Query functions to select models by capabilities
	All queries operate on the filtered catalog loaded in Store

Providers
	providers/0 - Get all providers as list of Provider structs
	provider/1 - Get a specific provider by ID

Models
	models/0 - Get all models as list of Model structs
	models/1 - Get all models for a provider
	model/1 - Parse "provider:model" spec and get model
	model/2 - Get a specific model by provider and ID

Selection and Policy
	select/1 - Select first model matching capability requirements
	candidates/1 - Get all models matching capability requirements
	allowed?/1 - Check if a model is in the filtered catalog
	capabilities/1 - Get capabilities map for a model

Utilities
	parse/1,2 - Parse a model spec string (colon or @ format) into {provider, model_id} tuple
	parse!/1,2 - Parse a model spec string, raising on error
	format/1,2 - Format a {provider, model_id} tuple as a string
	build/1,2 - Build a spec string from various inputs, converting between formats

Examples
# Get all providers
providers = LLMDB.providers()

# Get a specific provider
{:ok, provider} = LLMDB.provider(:openai)

# Get all models for a provider
models = LLMDB.models(:openai)

# Get a specific model
{:ok, model} = LLMDB.model(:openai, "gpt-4o-mini")

# Parse spec and get model
{:ok, model} = LLMDB.model("openai:gpt-4o-mini")

# Select a model matching requirements
{:ok, {:openai, "gpt-4o-mini"}} = LLMDB.select(
  require: [chat: true, tools: true, json_native: true],
  prefer: [:openai, :anthropic]
)

# Check if a model is allowed
true = LLMDB.allowed?({:openai, "gpt-4o-mini"})
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        allowed?(spec)

      


        Returns true if the model is allowed by current filters.



    


    
      
        build(input, opts \\ [])

      


        Builds a model specification string from various inputs.



    


    
      
        candidates()

      


        Returns all models matching capability requirements.



    


    
      
        candidates(opts)

      


        See LLMDB.Query.candidates/1.



    


    
      
        capabilities(spec)

      


        Gets capabilities for a model spec.



    


    
      
        format(spec, format \\ nil)

      


        Formats a model spec tuple as a string.



    


    
      
        load(opts \\ [])

      


        Loads or reloads the LLM model catalog.



    


    
      
        load_empty(opts \\ [])

      


        Loads an empty catalog with no providers or models.



    


    
      
        model(spec)

      


        Parses model spec string and returns the model.



    


    
      
        model(provider, model_id)

      


        Returns a specific model by provider and ID (filtered).



    


    
      
        models()

      


        Returns all models across all providers (filtered).



    


    
      
        models(provider)

      


        Returns all models for a specific provider (filtered).



    


    
      
        parse(spec, opts \\ [])

      


        Parses a model spec string into a {provider, model_id} tuple.



    


    
      
        parse!(spec, opts \\ [])

      


        Parses a model spec string, raising on error.



    


    
      
        provider(provider)

      


        Returns a specific provider by ID.



    


    
      
        providers()

      


        Returns all providers as a list of Provider structs.



    


    
      
        select()

      


        Selects the first model matching capability requirements.



    


    
      
        select(opts)

      


        See LLMDB.Query.select/1.
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          @type model_spec() :: {provider(), model_id()} | String.t() | LLMDB.Model.t()
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          @spec allowed?(model_spec()) :: boolean()


      


Returns true if the model is allowed by current filters.
Checks if the model is present in the filtered snapshot loaded in Store.
Parameters
	spec - Either %Model{}, {provider, model_id} tuple, or "provider:model" string

Returns
true if model is in filtered catalog, false otherwise
Examples
true = LLMDB.allowed?({:openai, "gpt-4o-mini"})
true = LLMDB.allowed?("openai:gpt-4o-mini")

{:ok, model} = LLMDB.model(:openai, "gpt-4o-mini")
true = LLMDB.allowed?(model)
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          @spec build(
  String.t() | {provider(), model_id()},
  keyword()
) :: String.t()


      


Builds a model specification string from various inputs.
Accepts strings (in any supported format) or tuples and outputs a string
in the desired format. Useful for converting between formats.
Parameters
	input - Model spec as string or tuple
	opts - Keyword list with optional :format for output format

Examples
"gpt-4@openai" = LLMDB.build("openai:gpt-4", format: :filename_safe)
"openai:gpt-4" = LLMDB.build("gpt-4@openai", format: :provider_colon_model)
"gpt-4@openai" = LLMDB.build({:openai, "gpt-4"}, format: :model_at_provider)
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Returns all models matching capability requirements.
Delegates to LLMDB.Query.candidates/1.
Options
	:require - Keyword list of required capabilities
	:forbid - Keyword list of forbidden capabilities
	:prefer - List of provider atoms in preference order
	:scope - Either :all (default) or a specific provider atom

Returns
List of {provider, model_id} tuples matching the criteria.
Examples
candidates = LLMDB.candidates(
  require: [chat: true, tools: true],
  prefer: [:openai, :anthropic]
)
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          @spec candidates(keyword()) :: [{provider(), model_id()}]


      


See LLMDB.Query.candidates/1.
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          @spec capabilities(model_spec()) :: map() | nil


      


Gets capabilities for a model spec.
Delegates to LLMDB.Query.capabilities/1.
Parameters
	spec - Either {provider, model_id} tuple, "provider:model" string, or %Model{} struct

Examples
caps = LLMDB.capabilities({:openai, "gpt-4o-mini"})
#=> %{chat: true, tools: %{enabled: true, ...}, ...}
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          @spec format(
  {provider(), model_id()},
  atom() | nil
) :: String.t()


      


Formats a model spec tuple as a string.
Converts a {provider, model_id} tuple to string format. The output format can be
controlled via the format parameter or falls back to the application config
:llm_db, :model_spec_format (default: :provider_colon_model).
Parameters
	spec - {provider, model_id} tuple
	format - Optional format override (atom)

Supported Formats
	:provider_colon_model - "provider:model" (default)
	:model_at_provider - "model@provider" (filename-safe)
	:filename_safe - alias for :model_at_provider

Examples
"openai:gpt-4o-mini" = LLMDB.format({:openai, "gpt-4o-mini"})
"gpt-4o-mini@openai" = LLMDB.format({:openai, "gpt-4o-mini"}, :filename_safe)
"gpt-4o-mini@openai" = LLMDB.format({:openai, "gpt-4o-mini"}, :model_at_provider)
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          @spec load(keyword()) :: {:ok, map()} | {:error, term()}


      


Loads or reloads the LLM model catalog.
Phase 2 operation: Loads the packaged snapshot into runtime Store with
optional filtering and customization based on consumer configuration.
This function is idempotent - calling it multiple times with the same
configuration will not reload the catalog unnecessarily.
Options
Consumer configuration options (override config :llm_db, ... settings):
	:allow - :all, list of providers [:openai], or map %{openai: :all | [patterns]}

	:deny - List of providers [:provider] or map %{provider: [patterns]}
	:prefer - List of provider atoms in preference order
	:custom - Map with provider IDs as keys, provider configs (with models) as values

Returns
	{:ok, snapshot} - Successfully loaded the catalog
	{:error, :no_snapshot} - No packaged snapshot available
	{:error, term} - Other loading errors

Examples
# Load with default configuration from app env
{:ok, _snapshot} = LLMDB.load()

# Load with provider filter
{:ok, _snapshot} = LLMDB.load(allow: [:openai, :anthropic])

# Load with model pattern filters
{:ok, _snapshot} = LLMDB.load(
  allow: %{openai: ["gpt-4*"], anthropic: :all},
  deny: %{openai: ["gpt-4-0613"]},
  prefer: [:anthropic, :openai]
)

# Load with custom providers/models
{:ok, _snapshot} = LLMDB.load(
  custom: %{
    local: [
      name: "Local Provider",
      base_url: "http://localhost:8080",
      models: %{
        "llama-3" => %{capabilities: %{chat: true}},
        "mistral-7b" => %{capabilities: %{chat: true, tools: %{enabled: true}}}
      }
    ]
  }
)

  



    

  
    
      
    
    
      load_empty(opts \\ [])



        
          
        

    

  


  

      

          @spec load_empty(keyword()) :: {:ok, map()}


      


Loads an empty catalog with no providers or models.
Used as a fallback when no packaged snapshot is available,
allowing the application to start successfully. The catalog can
later be populated via load/1 once a snapshot is available.
Examples
LLMDB.load_empty()
#=> {:ok, %{providers: [], models: %{}, ...}}

  



  
    
      
    
    
      model(spec)



        
          
        

    

  


  

      

          @spec model(String.t()) :: {:ok, LLMDB.Model.t()} | {:error, term()}


      


Parses model spec string and returns the model.
Supports both "provider:model" and "model@provider" formats.
Parameters
	spec - Model spec string like "openai:gpt-4o-mini" or "gpt-4o-mini@openai"

Returns
	{:ok, model} - Model found
	{:error, term} - Parse error or model not found

Examples
{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
{:ok, model} = LLMDB.model("gpt-4o-mini@openai")
{:ok, model} = LLMDB.model("anthropic:claude-3-5-sonnet-20241022")

  



  
    
      
    
    
      model(provider, model_id)



        
          
        

    

  


  

      

          @spec model(provider(), model_id()) :: {:ok, LLMDB.Model.t()} | {:error, term()}


      


Returns a specific model by provider and ID (filtered).
Parameters
	provider - Provider atom (e.g., :openai)
	model_id - Model ID string (e.g., "gpt-4o-mini")

Returns
	{:ok, model} - Model found
	{:error, term} - Model not found

Examples
{:ok, model} = LLMDB.model(:openai, "gpt-4o-mini")

  



  
    
      
    
    
      models()



        
          
        

    

  


  

      

          @spec models() :: [LLMDB.Model.t()]


      


Returns all models across all providers (filtered).
Examples
models = LLMDB.models()
#=> [%LLMDB.Model{}, ...]

  



  
    
      
    
    
      models(provider)



        
          
        

    

  


  

      

          @spec models(provider()) :: [LLMDB.Model.t()]


      


Returns all models for a specific provider (filtered).
Parameters
	provider - Provider atom (e.g., :openai, :anthropic)

Returns
List of Model structs for the provider, or empty list if provider not found.
Examples
models = LLMDB.models(:openai)
#=> [%LLMDB.Model{id: "gpt-4o", ...}, ...]

  



    

  
    
      
    
    
      parse(spec, opts \\ [])



        
          
        

    

  


  

      

          @spec parse(
  String.t() | {provider(), model_id()},
  keyword()
) :: {:ok, {provider(), model_id()}} | {:error, term()}


      


Parses a model spec string into a {provider, model_id} tuple.
Supports both "provider:model" (default) and "model@provider" (filename-safe) formats.
Automatically detects the format based on separator present.
Parameters
	spec - String like "openai:gpt-4o-mini", "gpt-4o-mini@openai", or tuple {:openai, "gpt-4o-mini"}
	opts - Keyword list with optional :format to explicitly specify :colon or :at

Returns
	{:ok, {provider, model_id}} - Successfully parsed spec
	{:error, term} - Invalid spec format

Examples
{:ok, {:openai, "gpt-4o-mini"}} = LLMDB.parse("openai:gpt-4o-mini")
{:ok, {:openai, "gpt-4o-mini"}} = LLMDB.parse("gpt-4o-mini@openai")
{:ok, {:anthropic, "claude-3-5-sonnet-20241022"}} = LLMDB.parse("anthropic:claude-3-5-sonnet-20241022")
{:ok, {:openai, "gpt-4o"}} = LLMDB.parse({:openai, "gpt-4o"})

# With explicit format when ambiguous
{:ok, {:openai, "model@test"}} = LLMDB.parse("openai:model@test", format: :colon)

  



    

  
    
      
    
    
      parse!(spec, opts \\ [])



        
          
        

    

  


  

      

          @spec parse!(
  String.t() | {provider(), model_id()},
  keyword()
) :: {provider(), model_id()}


      


Parses a model spec string, raising on error.
Same as parse/2 but raises ArgumentError instead of returning error tuple.
Examples
{:openai, "gpt-4o-mini"} = LLMDB.parse!("openai:gpt-4o-mini")
{:openai, "gpt-4o-mini"} = LLMDB.parse!("gpt-4o-mini@openai")

  



  
    
      
    
    
      provider(provider)



        
          
        

    

  


  

      

          @spec provider(provider()) :: {:ok, LLMDB.Provider.t()} | {:error, term()}


      


Returns a specific provider by ID.
Parameters
	provider - Provider atom (e.g., :openai, :anthropic)

Returns
	{:ok, provider} - Provider found
	{:error, term} - Provider not found

Examples
{:ok, provider} = LLMDB.provider(:openai)

  



  
    
      
    
    
      providers()



        
          
        

    

  


  

      

          @spec providers() :: [LLMDB.Provider.t()]


      


Returns all providers as a list of Provider structs.
Examples
providers = LLMDB.providers()
#=> [%LLMDB.Provider{id: :anthropic, ...}, ...]

  



  
    
      
    
    
      select()



        
          
        

    

  


  

Selects the first model matching capability requirements.
Delegates to LLMDB.Query.select/1.
Options
	:require - Keyword list of required capabilities
	:forbid - Keyword list of forbidden capabilities
	:prefer - List of provider atoms in preference order
	:scope - Either :all (default) or a specific provider atom

Returns
	{:ok, {provider, model_id}} - First matching model
	{:error, :no_match} - No models match the criteria

Examples
{:ok, {provider, model_id}} = LLMDB.select(
  require: [chat: true, tools: true],
  prefer: [:openai, :anthropic]
)

  



  
    
      
    
    
      select(opts)



        
          
        

    

  


  

      

          @spec select(keyword()) :: {:ok, {provider(), model_id()}} | {:error, :no_match}


      


See LLMDB.Query.select/1.

  


        

      


  

    
LLMDB.Application 
    



      
OTP Application for LLMDB.
Automatically loads the pre-built snapshot on application start.
The snapshot is generated by mix llm_db.build and packaged
with the release.

      




  

    
LLMDB.Config 
    



      
Configuration reading and normalization for LLMDB.
Reads from Application environment and provides normalized config maps
and compiled filter patterns.

      


      
        Summary


  
    Functions
  


    
      
        compile_filters(allow, deny, known_providers \\ nil)

      


        Compiles allow/deny filter patterns to regexes for performance.



    


    
      
        get()

      


        Returns normalized configuration map from Application environment.



    


    
      
        sources!()

      


        Returns the list of sources to load, in precedence order.



    





      


      
        Functions


        


    

  
    
      
    
    
      compile_filters(allow, deny, known_providers \\ nil)



        
          
        

    

  


  

      

          @spec compile_filters(
  allow :: :all | map(),
  deny :: map(),
  known_providers :: [atom()] | nil
) ::
  {%{allow: :all | map(), deny: map()}, [{:unknown, [term()]}]}


      


Compiles allow/deny filter patterns to regexes for performance.
Parameters
	allow - :all or %{provider_atom => [pattern_strings]}
	deny - %{provider_atom => [pattern_strings]}
	known_providers - Optional list of known provider atoms for validation (defaults to all existing atoms)

Patterns support glob syntax with * wildcards via LLMDB.Merge.compile_pattern/1.
Provider keys that don't correspond to existing atoms are silently ignored.
Deny patterns always win over allow patterns.
Returns
{%{allow: compiled_patterns, deny: compiled_patterns}, unknown_providers}
Where compiled_patterns is either :all or %{provider => [%Regex{}]},
and unknown_providers is a list of provider keys that were ignored.

  



  
    
      
    
    
      get()



        
          
        

    

  


  

      

          @spec get() :: map()


      


Returns normalized configuration map from Application environment.
Reads :llm_db application config and normalizes with defaults.
Configuration Format
config :llm_db,
  allow: :all,  # or [:openai, :anthropic] or %{openai: ["gpt-4*"]}
  deny: %{},    # or [:provider] or %{provider: ["pattern"]}
  prefer: [:openai, :anthropic],
  custom: %{
    vllm: [
      name: "Local vLLM Provider",
      base_url: "http://localhost:8000/v1",
      models: %{
        "llama-3" => %{capabilities: %{chat: true}},
        "mistral-7b" => %{capabilities: %{chat: true, tools: %{enabled: true}}}
      }
    ],
    custom_provider: [
      name: "My Custom Provider",
      models: %{
        "model-1" => %{capabilities: %{chat: true}}
      }
    ]
  }
Provider keys can be atoms or strings. Patterns support glob syntax with * wildcards.
Custom providers are defined with provider ID as key, and a keyword list containing:
	:name - Provider name (optional)
	:base_url - Base URL for API (optional)
	:models - Map of model ID to model config

Returns
A map with keys:
	:compile_embed - Whether to compile-time embed snapshot (default: false)
	:snapshot_source - Snapshot source descriptor (default: :packaged)
	:allow - Allow patterns (:all or %{provider => [patterns]})
	:deny - Deny patterns (%{provider => [patterns]})
	:prefer - List of preferred provider atoms
	:custom - Custom providers map (provider_id => provider_config)


  



  
    
      
    
    
      sources!()



        
          
        

    

  


  

      

          @spec sources!() :: [{module(), map()}]


      


Returns the list of sources to load, in precedence order.
These sources provide raw data that will be merged ON TOP of the packaged
base snapshot. The packaged snapshot is always loaded first and is not
included in this sources list.
Configuration
config :llm_db,
  sources: [
    {LLMDB.Sources.ModelsDev, %{}},
    {LLMDB.Sources.Local, %{dir: "priv/llm_db"}}
  ]
Default Behavior
If not configured, returns an empty list [], meaning only the packaged
snapshot will be used (stable, version-pinned behavior).
Returns
List of {module, opts} tuples in precedence order (first = lowest precedence).

  


        

      


  

    
LLMDB.DeepMergeShim 
    



      
Shim to call DeepMerge.deep_merge/3 with a 3-arity resolver without Dialyzer false positives.
DeepMerge's typespec advertises a 2-arity resolver (any(), any() -> any()) but the actual
runtime implementation calls the resolver with 3 arguments (key, left, right).
This shim hides the call from Dialyzer while providing the correct typespec for our usage.

      


      
        Summary


  
    Types
  


    
      
        resolver3()

      


    





  
    Functions
  


    
      
        deep_merge(left, right, resolver3)

      


    





      


      
        Types


        


  
    
      
    
    
      resolver3()



        
          
        

    

  


  

      

          @type resolver3() :: (any(), any(), any() -> any())


      



  


        

      

      
        Functions


        


  
    
      
    
    
      deep_merge(left, right, resolver3)



        
          
        

    

  


  

      

          @spec deep_merge(any(), any(), resolver3()) :: any()


      



  


        

      


  

    
LLMDB.Engine 
    



      
Pure ETL pipeline for BUILD-TIME LLM model catalog generation.
Engine is a pure function: sources in, snapshot out. It processes ONLY
the sources explicitly passed via options or configured sources.
This module is designed for BUILD-TIME use (e.g., mix tasks) to generate
complete, unfiltered snapshots from remote/local sources that will be
packaged into the library.
Pipeline Stages
	Ingest - Load data from configured sources
	Normalize - Apply normalization to providers and models per layer
	Validate - Validate schemas and log dropped records per layer
	Merge - Combine layers with precedence rules (last wins)
	Finalize - Enrich and nest models under providers
	Ensure viable - Verify catalog has content (warns if empty)

Architecture
Sources are processed in order with last-wins precedence:
	First source (lowest precedence)
	Second source
	... (higher precedence)
	Last source (highest precedence)

The engine coordinates data ingestion, normalization, validation, merging,
and finalization to produce a complete v2 snapshot ready for JSON serialization.
Filtering and indexing are deferred to load-time - the snapshot contains
ALL data from sources. Runtime policies (allow/deny patterns, preferences)
are applied when the snapshot is loaded via LLMDB.load/1.

      


      
        Summary


  
    Functions
  


    
      
        apply_filters(models, map)

      


        Applies allow/deny filters to models.



    


    
      
        build_nested_providers(providers, models)

      


        Builds the nested v2 provider structure for snapshot serialization.



    


    
      
        run(opts \\ [])

      


        Runs the complete ETL pipeline to generate a model catalog snapshot.



    





      


      
        Functions


        


  
    
      
    
    
      apply_filters(models, map)



        
          
        

    

  


  

      

          @spec apply_filters([map()], map()) :: [map()]


      


Applies allow/deny filters to models.
Deny patterns always win over allow patterns.
Parameters
	models - List of model maps
	filters - %{allow: compiled_patterns, deny: compiled_patterns}

Returns
Filtered list of models

  



  
    
      
    
    
      build_nested_providers(providers, models)



        
          
        

    

  


  

      

          @spec build_nested_providers([map()], [map()]) :: %{required(atom()) => map()}


      


Builds the nested v2 provider structure for snapshot serialization.
Groups models by provider and nests them under their provider.
Models are keyed by model.id for easy lookup.
Parameters
	providers - List of provider maps
	models - List of model maps

Returns
%{atom => %{provider fields + models: %{string => model}}}

  



    

  
    
      
    
    
      run(opts \\ [])



        
          
        

    

  


  

      

          @spec run(keyword()) :: {:ok, map()} | {:error, term()}


      


Runs the complete ETL pipeline to generate a model catalog snapshot.
Pure function that processes sources into a complete, unfiltered snapshot.
BUILD-TIME only.
Options
	:sources - List of {module, opts} source tuples (optional, defaults to Config.sources!())

Note: :allow, :deny, :prefer, and :filters options are ignored.
Filtering is a load-time concern applied via LLMDB.load/1 and runtime config.
Returns
	{:ok, snapshot_map} - Success with v2 snapshot structure
	{:ok, snapshot_map} - Empty catalog (warns but succeeds if no sources)
	{:error, term} - Other error

Snapshot Structure (v2)
%{
  version: 2,
  generated_at: String.t(),
  providers: %{atom => %{provider_fields... + models: %{String.t() => Model.t()}}}
}
The snapshot contains ALL models from all sources. Indexes and filters are
built at load-time by LLMDB.load/1 using the LLMDB.Index module.

  


        

      


  

    
LLMDB.Enrich 
    



      
Lightweight, deterministic enrichment of model data.
This module performs simple derivations and defaults, such as:
	Deriving model family from model ID
	Setting provider_model_id to id if not present
	Attaching optional llmfit sidecar metadata for matching Hugging Face models
	Ensuring capability defaults are applied (handled by Zoi schemas)


      


      
        Summary


  
    Functions
  


    
      
        derive_family(model_id)

      


        Derives the family name from a model ID using prefix logic.



    


    
      
        enrich_model(model)

      


        Enriches a single model map with derived and default values.



    


    
      
        enrich_models(models)

      


        Enriches a list of model maps.



    


    
      
        inherit_canonical_costs(models)

      


        Propagates cost from canonical models to their dated variants.



    





      


      
        Functions


        


  
    
      
    
    
      derive_family(model_id)



        
          
        

    

  


  

      

          @spec derive_family(String.t()) :: String.t() | nil


      


Derives the family name from a model ID using prefix logic.
Extracts family from model ID by splitting on "-" and taking all but the last segment.
Returns nil if the family cannot be reasonably derived.
Examples
iex> LLMDB.Enrich.derive_family("gpt-4o-mini")
"gpt-4o"

iex> LLMDB.Enrich.derive_family("claude-3-opus")
"claude-3"

iex> LLMDB.Enrich.derive_family("gemini-1.5-pro")
"gemini-1.5"

iex> LLMDB.Enrich.derive_family("single")
nil

iex> LLMDB.Enrich.derive_family("two-parts")
"two"

  



  
    
      
    
    
      enrich_model(model)



        
          
        

    

  


  

      

          @spec enrich_model(map()) :: map()


      


Enriches a single model map with derived and default values.
Sets the following fields if not already present:
	family: Derived from model ID
	provider_model_id: Set to model ID

Note: Capability defaults are handled automatically by Zoi schema validation.
Examples
iex> LLMDB.Enrich.enrich_model(%{id: "gpt-4o-mini", provider: :openai})
%{id: "gpt-4o-mini", provider: :openai, family: "gpt-4o", provider_model_id: "gpt-4o-mini"}

iex> LLMDB.Enrich.enrich_model(%{id: "claude-3-opus", provider: :anthropic, family: "claude-3-custom"})
%{id: "claude-3-opus", provider: :anthropic, family: "claude-3-custom", provider_model_id: "claude-3-opus"}

iex> LLMDB.Enrich.enrich_model(%{id: "model", provider: :openai, provider_model_id: "custom-id"})
%{id: "model", provider: :openai, provider_model_id: "custom-id"}

  



  
    
      
    
    
      enrich_models(models)



        
          
        

    

  


  

      

          @spec enrich_models([map()]) :: [map()]


      


Enriches a list of model maps.
Applies enrich_model/1 to each model in the list.
Examples
iex> LLMDB.Enrich.enrich_models([
...>   %{id: "gpt-4o", provider: :openai},
...>   %{id: "claude-3-opus", provider: :anthropic}
...> ])
[
  %{id: "gpt-4o", provider: :openai, family: "gpt", provider_model_id: "gpt-4o"},
  %{id: "claude-3-opus", provider: :anthropic, family: "claude-3", provider_model_id: "claude-3-opus"}
]

  



  
    
      
    
    
      inherit_canonical_costs(models)



        
          
        

    

  


  

      

          @spec inherit_canonical_costs([map()]) :: [map()]


      


Propagates cost from canonical models to their dated variants.
For models with a date suffix (e.g., gpt-4o-mini-2024-07-18), if the model
has no cost, looks up the canonical model (e.g., gpt-4o-mini) from the same
provider and copies its cost.
Models that already have a cost are left unchanged.
Examples
iex> models = [
...>   %{id: "gpt-4o-mini", provider: :openai, cost: %{input: 0.15, output: 0.6}},
...>   %{id: "gpt-4o-mini-2024-07-18", provider: :openai}
...> ]
iex> [_, dated] = LLMDB.Enrich.inherit_canonical_costs(models)
iex> dated.cost
%{input: 0.15, output: 0.6}

  


        

      


  

    
LLMDB.Enrich.AzureWireProtocol 
    



      
Wire protocol enrichment using Azure AI Foundry inference task metadata.
Fetches model catalog data from Azure AI Foundry's public API and uses
the inferenceTasks field to determine which wire protocol each Azure
model supports (openai_responses, openai_completion, anthropic_messages).
Only enriches models from Azure providers since models.dev already syncs
model data but lacks wire protocol information for Azure's model catalog.
	pull/1 fetches the Azure catalog and caches locally
	build_lookup/0 reads cached data and builds a model -> wire_protocol map
	enrich_models/1 applies wire protocol to Azure models using the lookup


      


      
        Summary


  
    Functions
  


    
      
        build_lookup()

      


    


    
      
        enrich_models(models)

      


    


    
      
        pull(opts \\ %{})

      


    





      


      
        Functions


        


  
    
      
    
    
      build_lookup()



        
          
        

    

  


  

      

          @spec build_lookup() :: %{required(String.t()) => atom()}


      



  



  
    
      
    
    
      enrich_models(models)



        
          
        

    

  


  

      

          @spec enrich_models([map()]) :: [map()]


      



  



    

  
    
      
    
    
      pull(opts \\ %{})



        
          
        

    

  


  

      

          @spec pull(map()) :: :noop | {:ok, String.t()} | {:error, term()}


      



  


        

      


  

    
LLMDB.Enrich.RuntimeContract 
    



      
Deterministic runtime-contract enrichment for packaged provider and model data.
This module upgrades descriptive catalog data into executable metadata where we
have a stable contract for doing so. Providers and models we cannot execute
safely are marked catalog_only: true so downstream consumers can distinguish
between descriptive and executable entries without ad hoc heuristics.

      


      
        Summary


  
    Functions
  


    
      
        enrich(providers, models)

      


    


    
      
        enrich_model(model, provider)

      


    


    
      
        enrich_provider(provider)

      


    





      


      
        Functions


        


  
    
      
    
    
      enrich(providers, models)



        
          
        

    

  


  

      

          @spec enrich([LLMDB.Provider.t()], [LLMDB.Model.t()]) ::
  {[LLMDB.Provider.t()], [LLMDB.Model.t()]}


      



  



  
    
      
    
    
      enrich_model(model, provider)



        
          
        

    

  


  

      

          @spec enrich_model(LLMDB.Model.t(), LLMDB.Provider.t() | nil) :: LLMDB.Model.t()


      



  



  
    
      
    
    
      enrich_provider(provider)



        
          
        

    

  


  

      

          @spec enrich_provider(LLMDB.Provider.t()) :: LLMDB.Provider.t()


      



  


        

      


  

    
LLMDB.Generated.ValidModalities 
    



      
Auto-generated module containing all valid modality atoms.
This module is generated to prevent atom leaking by ensuring all modality
atoms exist at compile time before String.to_existing_atom/1 is used.
DO NOT EDIT THIS FILE MANUALLY - it will be overwritten.

      


      
        Summary


  
    Functions
  


    
      
        list()

      


        Returns the list of all valid modality atoms.



    


    
      
        member?(atom)

      


        Checks if the given atom is a valid modality.



    





      


      
        Functions


        


  
    
      
    
    
      list()



        
          
        

    

  


  

      

          @spec list() :: [atom()]


      


Returns the list of all valid modality atoms.

  



  
    
      
    
    
      member?(atom)



        
          
        

    

  


  

      

          @spec member?(atom()) :: boolean()


      


Checks if the given atom is a valid modality.

  


        

      


  

    
LLMDB.History 
    



      
Read-only runtime access to generated model history artifacts.
History is loaded from priv/llm_db/history (or config :llm_db, :history_dir).
NDJSON files are parsed into ETS-backed indexes for fast timeline/recent lookups.

      


      
        Summary


  
    Types
  


    
      
        event()

      


    





  
    Functions
  


    
      
        available?()

      


        Returns true when history artifacts are available and readable.



    


    
      
        meta()

      


        Returns parsed history metadata from meta.json.



    


    
      
        recent(limit)

      


        Returns most recent events globally, ordered by captured_at then event_id descending.



    


    
      
        timeline(provider, model_id)

      


        Returns all timeline events for a model, lineage-aware and ordered by
captured_at then event_id ascending.



    





      


      
        Types


        


  
    
      
    
    
      event()



        
          
        

    

  


  

      

          @type event() :: map()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      available?()



        
          
        

    

  


  

      

          @spec available?() :: boolean()


      


Returns true when history artifacts are available and readable.

  



  
    
      
    
    
      meta()



        
          
        

    

  


  

      

          @spec meta() :: {:ok, map()} | {:error, :history_unavailable | term()}


      


Returns parsed history metadata from meta.json.

  



  
    
      
    
    
      recent(limit)



        
          
        

    

  


  

      

          @spec recent(pos_integer()) :: {:ok, [event()]} | {:error, term()}


      


Returns most recent events globally, ordered by captured_at then event_id descending.
Limit is capped to 500.

  



  
    
      
    
    
      timeline(provider, model_id)



        
          
        

    

  


  

      

          @spec timeline(atom() | String.t(), String.t()) :: {:ok, [event()]} | {:error, term()}


      


Returns all timeline events for a model, lineage-aware and ordered by
captured_at then event_id ascending.

  


        

      


  

    
LLMDB.History.Backfill 
    



      
Backfills model history by diffing committed provider snapshots across git history.
This module is intentionally git-driven and infrastructure-free: it reads
priv/llm_db/providers/*.json from commit history and writes append-only
NDJSON event files under a local history directory.

      


      
        Summary


  
    Types
  


    
      
        check_result()

      


    


    
      
        summary()

      


    





  
    Functions
  


    
      
        check(opts \\ [])

      


        Checks whether generated history is current with git history.



    


    
      
        diff_models(previous_models, current_models)

      


        Diffs two model maps and returns deterministic model events.



    


    
      
        run(opts \\ [])

      


        Runs a full history backfill from git.



    


    
      
        sync(opts \\ [])

      


        Incrementally syncs history output from the last generated commit to :to (default HEAD).



    





      


      
        Types


        


  
    
      
    
    
      check_result()



        
          
        

    

  


  

      

          @type check_result() ::
  :history_unavailable
  | :up_to_date
  | {:outdated, %{new_commits: non_neg_integer(), latest_commit: String.t()}}


      



  



  
    
      
    
    
      summary()



        
          
        

    

  


  

      

          @type summary() :: %{
  commits_scanned: non_neg_integer(),
  commits_processed: non_neg_integer(),
  snapshots_written: non_neg_integer(),
  events_written: non_neg_integer(),
  output_dir: String.t(),
  from_commit: String.t() | nil,
  to_commit: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      check(opts \\ [])



        
          
        

    

  


  

      

          @spec check(keyword()) :: {:ok, check_result()} | {:error, term()}


      


Checks whether generated history is current with git history.
Returns :history_unavailable when meta.json is missing, :up_to_date when no
metadata commits are pending, or {:outdated, ...} when new commits exist.

  



  
    
      
    
    
      diff_models(previous_models, current_models)



        
          
        

    

  


  

      

          @spec diff_models(%{optional(String.t()) => map()}, %{optional(String.t()) => map()}) ::
  [map()]


      


Diffs two model maps and returns deterministic model events.
Expects maps keyed by "provider:model_id" with normalized model payload values.

  



    

  
    
      
    
    
      run(opts \\ [])



        
          
        

    

  


  

      

          @spec run(keyword()) :: {:ok, summary()} | {:error, term()}


      


Runs a full history backfill from git.
Options
	:from - Optional start commit (inclusive)
	:to - Optional end commit/reference (default: "HEAD")
	:output_dir - Output directory (default: "priv/llm_db/history")
	:force - Remove previously generated history files first (default: false)


  



    

  
    
      
    
    
      sync(opts \\ [])



        
          
        

    

  


  

      

          @spec sync(keyword()) :: {:ok, summary()} | {:error, term()}


      


Incrementally syncs history output from the last generated commit to :to (default HEAD).
If no history output exists yet, this performs a full backfill into the output directory.
Options
	:to - Optional end commit/reference (default: "HEAD")
	:output_dir - Output directory (default: "priv/llm_db/history")


  


        

      


  

    
LLMDB.History.Bundle 
    



      
Snapshot-store helpers for local history bundles.

      


      
        Summary


  
    Functions
  


    
      
        bundle(opts \\ [])

      


    


    
      
        history_dir(path \\ nil)

      


    


    
      
        install_archive(archive_path, destination \\ nil)

      


    


    
      
        read_meta(path \\ nil)

      


    





      


      
        Functions


        


    

  
    
      
    
    
      bundle(opts \\ [])



        
          
        

    

  


  

      

          @spec bundle(keyword()) ::
  {:ok, %{archive_path: String.t(), metadata_path: String.t(), metadata: map()}}
  | {:error, term()}


      



  



    

  
    
      
    
    
      history_dir(path \\ nil)



        
          
        

    

  


  

      

          @spec history_dir(String.t() | nil) :: String.t()


      



  



    

  
    
      
    
    
      install_archive(archive_path, destination \\ nil)



        
          
        

    

  


  

      

          @spec install_archive(String.t(), String.t() | nil) :: :ok | {:error, term()}


      



  



    

  
    
      
    
    
      read_meta(path \\ nil)



        
          
        

    

  


  

      

          @spec read_meta(String.t() | nil) :: {:ok, map()} | {:error, term()}


      



  


        

      


  

    
LLMDB.History.Migrator 
    



      
One-time migration from Git-tracked metadata history into snapshot-store artifacts.
The migrator walks reachable metadata commits, reconstructs canonical snapshots,
materializes immutable snapshot artifacts by content hash, deduplicates adjacent
identical states, and then rebuilds local history artifacts from the resulting
snapshot observation chain.

      


      
        Summary


  
    Types
  


    
      
        summary()

      


    





  
    Functions
  


    
      
        run(opts \\ [])

      


    





      


      
        Types


        


  
    
      
    
    
      summary()



        
          
        

    

  


  

      

          @type summary() :: %{
  commits_scanned: non_neg_integer(),
  commits_processed: non_neg_integer(),
  snapshots_written: non_neg_integer(),
  unique_snapshots_written: non_neg_integer(),
  events_written: non_neg_integer(),
  output_dir: String.t(),
  snapshots_dir: String.t(),
  snapshot_index_path: String.t(),
  latest_path: String.t(),
  from_snapshot_id: String.t() | nil,
  to_snapshot_id: String.t() | nil
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      run(opts \\ [])



        
          
        

    

  


  

      

          @spec run(keyword()) :: {:ok, summary()} | {:error, term()}


      



  


        

      


  

    
LLMDB.History.Rebuilder 
    



      
Rebuilds snapshot-based history artifacts from an ordered snapshot observation chain.
The observation chain is typically sourced from snapshot-index.json and contains
entries keyed by immutable snapshot_id, with optional provenance such as
captured_at, source_commit, and parent_snapshot_id.

      


      
        Summary


  
    Types
  


    
      
        observation()

      


    


    
      
        summary()

      


    





  
    Functions
  


    
      
        rebuild(opts)

      


    





      


      
        Types


        


  
    
      
    
    
      observation()



        
          
        

    

  


  

      

          @type observation() :: map()


      



  



  
    
      
    
    
      summary()



        
          
        

    

  


  

      

          @type summary() :: %{
  snapshots_written: non_neg_integer(),
  unique_snapshots_written: non_neg_integer(),
  events_written: non_neg_integer(),
  output_dir: String.t(),
  snapshot_index_path: String.t(),
  latest_path: String.t(),
  from_snapshot_id: String.t() | nil,
  to_snapshot_id: String.t() | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      rebuild(opts)



        
          
        

    

  


  

      

          @spec rebuild(keyword()) :: {:ok, summary()} | {:error, term()}


      



  


        

      


  

    
LLMDB.Loader 
    



      
Handles loading and merging of packaged snapshots with runtime customization.
Phase 2 of LLMDB: Load the packaged snapshot, apply custom overlays,
compile filters, and build indexes for runtime queries.
This module encapsulates all snapshot loading logic, keeping the main
LLMDB module focused on the query API.

      


      
        Summary


  
    Functions
  


    
      
        compute_digest(providers, base_models, runtime)

      


        Computes a digest for a snapshot configuration.



    


    
      
        load(opts \\ [])

      


        Loads the packaged snapshot and applies runtime configuration.



    


    
      
        load_empty(opts \\ [])

      


        Builds an empty snapshot with no providers or models.



    





      


      
        Functions


        


  
    
      
    
    
      compute_digest(providers, base_models, runtime)



        
          
        

    

  


  

      

          @spec compute_digest(list(), list(), map()) :: integer()


      


Computes a digest for a snapshot configuration.
Used to detect if a reload would result in the same snapshot,
enabling idempotent load operations.
Parameters
	providers - List of provider maps
	base_models - List of all models before filtering
	runtime - Runtime configuration map

Returns
Integer digest (phash2 hash)

  



    

  
    
      
    
    
      load(opts \\ [])



        
          
        

    

  


  

      

          @spec load(keyword()) :: {:ok, map()} | {:error, term()}


      


Loads the packaged snapshot and applies runtime configuration.
This is the main entry point for Phase 2 (runtime) loading. It:
	Loads the packaged snapshot
	Normalizes providers/models from v1 or v2 format
	Merges custom providers/models overlay
	Compiles and applies filters
	Builds indexes for O(1) queries
	Returns snapshot ready for Store

Parameters
	opts - Keyword list passed to Runtime.compile/1

Returns
	{:ok, snapshot} - Successfully loaded and prepared snapshot
	{:error, :no_snapshot} - No packaged snapshot available
	{:error, term} - Other errors

Examples
{:ok, snapshot} = Loader.load()

{:ok, snapshot} = Loader.load(
  allow: [:openai],
  custom: %{
    local: [
      models: %{"llama-3" => %{capabilities: %{chat: true}}}
    ]
  }
)

  



    

  
    
      
    
    
      load_empty(opts \\ [])



        
          
        

    

  


  

      

          @spec load_empty(keyword()) :: {:ok, map()}


      


Builds an empty snapshot with no providers or models.
Used as a fallback when no packaged snapshot is available.
Examples
{:ok, snapshot} = Loader.load_empty()

  


        

      


  

    
LLMDB.Merge 
    



      
Precedence-aware merging with exclude handling for LLM model data.
Provides functions to merge providers, models, and arbitrary maps with
configurable precedence rules. Handles excludes via exact match or glob patterns.

      


      
        Summary


  
    Functions
  


    
      
        compile_excludes(excludes)

      


        Compiles exclude patterns to regex for performance.



    


    
      
        compile_pattern(pattern)

      


        Converts a glob pattern to an anchored regex.



    


    
      
        matches_exclude?(model_id, patterns)

      


        Checks if a model_id matches any exclude pattern.



    


    
      
        merge(base, override, precedence)

      


        Merges two maps with precedence rules.



    


    
      
        merge_list_by_id(base_list, override_list, id_key \\ :id)

      


        Merges two lists of maps by a shared ID key.



    


    
      
        merge_models(base_models, override_models, excludes)

      


        Merges two model lists by {provider, id} identity, applying excludes.



    


    
      
        merge_providers(base_providers, override_providers)

      


        Merges two provider lists by :id key.



    


    
      
        resolver(opts \\ [])

      


        Creates a configurable deep merge resolver function.



    





      


      
        Functions


        


  
    
      
    
    
      compile_excludes(excludes)



        
          
        

    

  


  

      

          @spec compile_excludes(map()) :: map()


      


Compiles exclude patterns to regex for performance.
Converts a map of %{provider => [patterns]} to %{provider => [compiled_patterns]}
where each pattern is either kept as a string (for exact match) or compiled to regex (for globs).
Examples
iex> result = LLMDB.Merge.compile_excludes(%{openai: ["gpt-3", "gpt-5-*"]})
iex> [exact, pattern] = result.openai
iex> exact
"gpt-3"
iex> Regex.match?(pattern, "gpt-5-pro")
true

  



  
    
      
    
    
      compile_pattern(pattern)



        
          
        

    

  


  

      

          @spec compile_pattern(String.t()) :: Regex.t()


      


Converts a glob pattern to an anchored regex.
	"" becomes "."
	Escape other regex special chars
	Anchor with ^ and $

Examples
iex> pattern = LLMDB.Merge.compile_pattern("gpt-*")
iex> Regex.match?(pattern, "gpt-4")
true

iex> pattern = LLMDB.Merge.compile_pattern("gpt-5-*-mini")
iex> Regex.match?(pattern, "gpt-5-turbo-mini")
true

  



  
    
      
    
    
      matches_exclude?(model_id, patterns)



        
          
        

    

  


  

      

          @spec matches_exclude?(String.t() | nil, [String.t() | Regex.t()]) :: boolean()


      


Checks if a model_id matches any exclude pattern.
Patterns can be exact strings or compiled regexes.
Examples
iex> LLMDB.Merge.matches_exclude?("gpt-4", ["gpt-3", "gpt-5"])
false

iex> LLMDB.Merge.matches_exclude?("gpt-3", ["gpt-3", "gpt-5"])
true

iex> LLMDB.Merge.matches_exclude?("gpt-5-pro", [~r/^gpt-5-.*$/])
true

iex> LLMDB.Merge.matches_exclude?("gpt-4", [~r/^gpt-5-.*$/])
false

  



  
    
      
    
    
      merge(base, override, precedence)



        
          
        

    

  


  

      

          @spec merge(map(), map(), :higher | :lower) :: map()


      


Merges two maps with precedence rules.
	Scalar values: higher precedence wins
	Maps: deep merge recursively
	Lists: concat and de-dup by value
	Higher precedence source always wins on scalars

Examples
iex> LLMDB.Merge.merge(%{a: 1}, %{b: 2}, :higher)
%{a: 1, b: 2}

iex> LLMDB.Merge.merge(%{a: 1}, %{a: 2}, :higher)
%{a: 2}

iex> LLMDB.Merge.merge(%{a: 1}, %{a: 2}, :lower)
%{a: 1}

iex> LLMDB.Merge.merge(%{a: %{b: 1}}, %{a: %{c: 2}}, :higher)
%{a: %{b: 1, c: 2}}

iex> LLMDB.Merge.merge(%{a: [1, 2]}, %{a: [2, 3]}, :higher)
%{a: [1, 2, 3]}

  



    

  
    
      
    
    
      merge_list_by_id(base_list, override_list, id_key \\ :id)



        
          
        

    

  


  

      

          @spec merge_list_by_id([map()], [map()], atom() | String.t()) :: [map()]


      


Merges two lists of maps by a shared ID key.
Keeps the base list order, overrides items with matching IDs from the override list,
and appends override-only items in their original order.
Used by LLMDB.Pricing to merge pricing components from provider defaults
with model-specific overrides.
Parameters
	base_list - The base list of maps (order preserved)
	override_list - Maps that override or extend the base list
	id_key - The key to match on (default: :id). Supports both atom and string keys.

Examples
# Override matching items, preserve order
iex> base = [%{id: "a", value: 1}, %{id: "b", value: 2}]
iex> override = [%{id: "b", value: 20}]
iex> LLMDB.Merge.merge_list_by_id(base, override)
[%{id: "a", value: 1}, %{id: "b", value: 20}]

# Append new items from override
iex> base = [%{id: "a", value: 1}]
iex> override = [%{id: "b", value: 2}, %{id: "c", value: 3}]
iex> LLMDB.Merge.merge_list_by_id(base, override)
[%{id: "a", value: 1}, %{id: "b", value: 2}, %{id: "c", value: 3}]

# Pricing component merge example
iex> defaults = [%{id: "tool.search", rate: 10.0}, %{id: "tool.code", rate: 5.0}]
iex> overrides = [%{id: "tool.search", rate: 0.0}]  # Free search
iex> LLMDB.Merge.merge_list_by_id(defaults, overrides)
[%{id: "tool.search", rate: 0.0}, %{id: "tool.code", rate: 5.0}]

  



  
    
      
    
    
      merge_models(base_models, override_models, excludes)



        
          
        

    

  


  

      

          @spec merge_models([map()], [map()], map()) :: [map()]


      


Merges two model lists by {provider, id} identity, applying excludes.
	Merge models by {provider, id} identity
	Apply excludes: %{provider_atom => [patterns]} where patterns can be exact strings or globs with *
	Compile glob patterns to regex once for performance
	Higher precedence (override) wins on conflicts

Examples
iex> base = [%{id: "gpt-4", provider: :openai}]
iex> override = [%{id: "gpt-4", provider: :openai, capabilities: %{tools: true}}]
iex> LLMDB.Merge.merge_models(base, override, %{})
[%{id: "gpt-4", provider: :openai, capabilities: %{tools: true}}]

iex> base = [%{id: "gpt-4", provider: :openai}, %{id: "gpt-3", provider: :openai}]
iex> excludes = %{openai: ["gpt-3"]}
iex> LLMDB.Merge.merge_models(base, [], excludes)
[%{id: "gpt-4", provider: :openai}]

iex> base = [%{id: "gpt-4o-mini", provider: :openai}, %{id: "gpt-5-pro", provider: :openai}]
iex> excludes = %{openai: ["gpt-5-*"]}
iex> LLMDB.Merge.merge_models(base, [], excludes)
[%{id: "gpt-4o-mini", provider: :openai}]

  



  
    
      
    
    
      merge_providers(base_providers, override_providers)



        
          
        

    

  


  

      

          @spec merge_providers([map()], [map()]) :: [map()]


      


Merges two provider lists by :id key.
Higher precedence (override) wins on conflicts.
Examples
iex> base = [%{id: :openai, name: "OpenAI"}]
iex> override = [%{id: :openai, name: "OpenAI Updated"}, %{id: :anthropic, name: "Anthropic"}]
iex> result = LLMDB.Merge.merge_providers(base, override)
iex> Enum.sort_by(result, & &1.id)
[%{id: :anthropic, name: "Anthropic"}, %{id: :openai, name: "OpenAI Updated"}]

  



    

  
    
      
    
    
      resolver(opts \\ [])



        
          
        

    

  


  

      

          @spec resolver(keyword()) :: (any(), any(), any() -> any())


      


Creates a configurable deep merge resolver function.
Returns a 3-arity function that can be passed to DeepMerge.deep_merge/3
with customizable behavior for list and special key handling.
Options
	:union_list_keys - List of keys whose list values should be unioned (default: [])
	:preserve_empty_list_keys - List of keys where empty list on right preserves left (default: [])

Examples
# Model merging with list unions
resolver = Merge.resolver(union_list_keys: [:aliases, :tags])
DeepMerge.deep_merge(base, override, resolver)

# Provider merging preserving exclude_models
resolver = Merge.resolver(preserve_empty_list_keys: [:exclude_models])
DeepMerge.deep_merge(base, override, resolver)

  


        

      


  

    
LLMDB.Model 
    



      
Model struct with Zoi schema validation.
Represents an LLM model with complete metadata including identity, provider,
dates, limits, costs, pricing, modalities, capabilities, tags, lifecycle status, and aliases.
Lifecycle
Models have a lifecycle with three possible states: "active", "deprecated", and "retired".
The lifecycle is represented in two ways for flexibility and backward compatibility:
	:deprecated and :retired - Boolean flags for quick checks
	:lifecycle - Structured map with status, dates, and replacement info

These are automatically synchronized:
	If lifecycle.status is set, the boolean flags are derived from it
	If only boolean flags are set, lifecycle.status is derived from them

Lifecycle Fields
	lifecycle.status - One of "active", "deprecated", "retired"
	lifecycle.deprecated_at - ISO8601 date when deprecation occurred/will occur
	lifecycle.retires_at - ISO8601 date when retirement is planned
	lifecycle.replacement - Suggested replacement model ID

Temporal Lifecycle
Use effective_status/2, deprecated?/2, and retired?/2 to get status
that respects deprecated_at and retires_at dates:
model = LLMDB.Model.new!(%{
  id: "old-model",
  provider: :openai,
  lifecycle: %{status: "active", deprecated_at: "2025-01-01", retires_at: "2025-06-01"}
})

LLMDB.Model.effective_status(model, ~U[2025-03-01 00:00:00Z])
# => "deprecated"

LLMDB.Model.retired?(model, ~U[2025-07-01 00:00:00Z])
# => true
Pricing Fields
Models have two pricing-related fields:
	:cost - Legacy simple pricing (per-million-token rates for input/output/cache/reasoning)
	:pricing - Flexible component-based pricing with support for tokens, tools, images, storage

The :cost field is automatically converted to :pricing.components at load time
for backward compatibility. See LLMDB.Pricing and the Pricing and Billing guide.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        deprecated?(model, now \\ DateTime.utc_now())

      


        Returns true if the model is deprecated or retired (effective status).



    


    
      
        effective_status(model, now \\ DateTime.utc_now())

      


        Returns the effective lifecycle status, considering dates, declared status, and boolean flags.



    


    
      
        lifecycle_status(arg1)

      


        Returns the declared lifecycle status from the model's lifecycle field.



    


    
      
        new(attrs)

      


        Creates a new Model struct from a map, validating with Zoi schema.



    


    
      
        new!(attrs)

      


        Creates a new Model struct from a map, raising on validation errors.



    


    
      
        retired?(model, now \\ DateTime.utc_now())

      


        Returns true if the model is retired (effective status).



    


    
      
        schema()

      


        Returns the Zoi schema for Model



    


    
      
        spec(model, format \\ nil)

      


        Formats a model as a spec string in the given format.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LLMDB.Model{
  aliases: [binary()],
  base_url: nil | nil | binary(),
  capabilities:
    nil
    | nil
    | %{
        :json => %{
          optional(:native) => nil | boolean(),
          optional(:strict) => nil | boolean(),
          optional(:schema) => nil | boolean()
        },
        :tools => %{
          optional(:enabled) => nil | boolean(),
          optional(:strict) => nil | boolean(),
          optional(:parallel) => nil | boolean(),
          optional(:streaming) => nil | boolean(),
          optional(:forced_choice) => nil | boolean()
        },
        :streaming => %{
          optional(:text) => nil | boolean(),
          optional(:tool_calls) => nil | boolean()
        },
        :reasoning => %{
          optional(:enabled) => nil | boolean(),
          optional(:token_budget) => nil | integer()
        },
        :chat => boolean(),
        :embeddings =>
          boolean()
          | %{
              optional(:min_dimensions) => nil | integer(),
              optional(:max_dimensions) => nil | integer(),
              optional(:default_dimensions) => nil | integer()
            },
        :rerank => boolean(),
        optional(:caching) => nil | %{optional(:type) => nil | binary()}
      },
  catalog_only: boolean(),
  cost:
    nil
    | nil
    | %{
        optional(:input) => nil | number(),
        optional(:output) => nil | number(),
        optional(:request) => nil | number(),
        optional(:image) => nil | number(),
        optional(:cache_read) => nil | number(),
        optional(:cache_write) => nil | number(),
        optional(:training) => nil | number(),
        optional(:reasoning) => nil | number(),
        optional(:audio) => nil | number(),
        optional(:input_audio) => nil | number(),
        optional(:output_audio) => nil | number(),
        optional(:input_video) => nil | number(),
        optional(:output_video) => nil | number()
      },
  deprecated: boolean(),
  doc_url: nil | nil | binary(),
  execution:
    nil
    | nil
    | %{
        optional(:text) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            },
        optional(:image) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            },
        optional(:embed) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            },
        optional(:object) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            },
        optional(:transcription) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            },
        optional(:speech) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            },
        optional(:realtime) =>
          nil
          | %{
              optional(:path) => nil | binary(),
              optional(:family) => nil | binary(),
              optional(:transport) => nil | binary(),
              :supported => boolean(),
              optional(:base_url) => nil | binary(),
              optional(:wire_protocol) => nil | binary(),
              optional(:provider_model_id) => nil | binary()
            }
      },
  extra: nil | nil | map(),
  family: nil | nil | binary(),
  id: binary(),
  knowledge: nil | nil | binary(),
  last_updated: nil | nil | binary(),
  lifecycle:
    nil
    | nil
    | %{
        optional(:status) => nil | binary(),
        optional(:replacement) => nil | binary(),
        optional(:deprecated_at) => nil | binary(),
        optional(:retires_at) => nil | binary()
      },
  limits:
    nil
    | nil
    | %{
        optional(:output) => nil | integer(),
        optional(:context) => nil | integer()
      },
  modalities:
    nil
    | nil
    | %{optional(:input) => nil | [atom()], optional(:output) => nil | [atom()]},
  model: nil | nil | binary(),
  name: nil | nil | binary(),
  pricing:
    nil
    | nil
    | %{
        :merge => binary(),
        optional(:currency) => nil | binary(),
        components: [
          %{
            :id => binary(),
            optional(:unit) => nil | binary(),
            optional(:kind) => nil | binary(),
            optional(:tool) => nil | atom() | binary(),
            optional(:notes) => nil | binary(),
            optional(:per) => nil | integer(),
            optional(:rate) => nil | number(),
            optional(:meter) => nil | binary(),
            optional(:size_class) => nil | binary()
          }
        ]
      },
  provider: atom(),
  provider_model_id: nil | nil | binary(),
  release_date: nil | nil | binary(),
  retired: boolean(),
  tags: nil | nil | [binary()]
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      deprecated?(model, now \\ DateTime.utc_now())



        
          
        

    

  


  

      

          @spec deprecated?(t(), DateTime.t()) :: boolean()


      


Returns true if the model is deprecated or retired (effective status).
Considers declared status, date-based lifecycle transitions, and boolean flags.
Examples
iex> model = %LLMDB.Model{id: "gpt-4", provider: :openai, deprecated: true}
iex> LLMDB.Model.deprecated?(model)
true

  



    

  
    
      
    
    
      effective_status(model, now \\ DateTime.utc_now())



        
          
        

    

  


  

      

          @spec effective_status(t(), DateTime.t()) :: String.t()


      


Returns the effective lifecycle status, considering dates, declared status, and boolean flags.
This function determines status using this precedence:
	Declared lifecycle.status (if it indicates an advanced stage)
	Date-based auto-advancement (deprecated_at, retires_at)
	Boolean flags (retired, deprecated) as fallback
	Default: "active"

Examples
iex> model = %LLMDB.Model{
...>   id: "gpt-4",
...>   provider: :openai,
...>   lifecycle: %{status: "active", deprecated_at: "2025-01-01T00:00:00Z"}
...> }
iex> LLMDB.Model.effective_status(model, ~U[2025-06-01 00:00:00Z])
"deprecated"

  



  
    
      
    
    
      lifecycle_status(arg1)



        
          
        

    

  


  

      

          @spec lifecycle_status(t()) :: String.t() | nil


      


Returns the declared lifecycle status from the model's lifecycle field.
Examples
iex> model = %LLMDB.Model{id: "gpt-4", provider: :openai, lifecycle: %{status: "deprecated"}}
iex> LLMDB.Model.lifecycle_status(model)
"deprecated"

iex> model = %LLMDB.Model{id: "gpt-4", provider: :openai}
iex> LLMDB.Model.lifecycle_status(model)
nil

  



  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, term()}


      


Creates a new Model struct from a map, validating with Zoi schema.
Examples
iex> LLMDB.Model.new(%{id: "gpt-4", provider: :openai})
{:ok, %LLMDB.Model{id: "gpt-4", model: "gpt-4", provider: :openai}}

iex> LLMDB.Model.new(%{})
{:error, _validation_errors}

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map()) :: t()


      


Creates a new Model struct from a map, raising on validation errors.
Examples
iex> LLMDB.Model.new!(%{id: "gpt-4", provider: :openai})
%LLMDB.Model{id: "gpt-4", model: "gpt-4", provider: :openai}

  



    

  
    
      
    
    
      retired?(model, now \\ DateTime.utc_now())



        
          
        

    

  


  

      

          @spec retired?(t(), DateTime.t()) :: boolean()


      


Returns true if the model is retired (effective status).
Considers declared status, date-based lifecycle transitions, and boolean flags.
Examples
iex> model = %LLMDB.Model{id: "gpt-4", provider: :openai, retired: true}
iex> LLMDB.Model.retired?(model)
true

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the Zoi schema for Model

  



    

  
    
      
    
    
      spec(model, format \\ nil)



        
          
        

    

  


  

      

          @spec spec(t(), atom() | nil) :: String.t()


      


Formats a model as a spec string in the given format.
Delegates to LLMDB.Spec.format_spec/2 with the model's provider and ID.
If no format is specified, uses the application config :llm_db, :model_spec_format
(default: :provider_colon_model).
Parameters
	model - The model struct
	format - Optional format override (:provider_colon_model, :model_at_provider, :filename_safe)

Examples
iex> model = %LLMDB.Model{provider: :openai, id: "gpt-4"}
iex> LLMDB.Model.spec(model)
"openai:gpt-4"

iex> LLMDB.Model.spec(model, :model_at_provider)
"gpt-4@openai"

iex> LLMDB.Model.spec(model, :filename_safe)
"gpt-4@openai"

  


        

      


  

    
LLMDB.Normalize 
    



      
Complete normalization utilities for raw data into consistent formats.
This module handles ALL normalization in one place:
	Provider IDs: string → atom (with hyphen → underscore conversion)
	Model providers: string → atom
	Modalities: string → atom (from valid set)
	Tags: map → list, nil → []
	Dates: DateTime/Date → ISO8601 string
	Removing nil values from maps

Uses String.to_existing_atom/1 at runtime to prevent atom leaking.
Uses String.to_atom/1 ONLY in unsafe mode during build-time (mix tasks).

      


      
        Summary


  
    Functions
  


    
      
        normalize_date(date_string)

      


        Normalizes a date string to "YYYY-MM-DD" format.



    


    
      
        normalize_model_identity(model, opts \\ [])

      


        Normalizes a model's identity to a {provider_atom, model_id} tuple.



    


    
      
        normalize_models(models)

      


        Normalizes a list of model maps.



    


    
      
        normalize_provider_id(provider_id, opts \\ [])

      


        Normalizes a provider ID to an atom.



    


    
      
        normalize_providers(providers)

      


        Normalizes a list of provider maps.



    





      


      
        Functions


        


  
    
      
    
    
      normalize_date(date_string)



        
          
        

    

  


  

      

          @spec normalize_date(String.t() | nil) :: String.t() | nil


      


Normalizes a date string to "YYYY-MM-DD" format.
Attempts to parse and normalize various date formats. If the date cannot
be normalized, it is returned as-is.
Examples
iex> LLMDB.Normalize.normalize_date("2024-01-15")
"2024-01-15"

iex> LLMDB.Normalize.normalize_date("2024/01/15")
"2024-01-15"

iex> LLMDB.Normalize.normalize_date("invalid-date")
"invalid-date"

iex> LLMDB.Normalize.normalize_date(nil)
nil

  



    

  
    
      
    
    
      normalize_model_identity(model, opts \\ [])



        
          
        

    

  


  

      

          @spec normalize_model_identity(
  map(),
  keyword()
) :: {:ok, {atom(), String.t()}} | {:error, term()}


      


Normalizes a model's identity to a {provider_atom, model_id} tuple.
Extracts the provider (as an atom) and id from a model map.
Examples
iex> LLMDB.Normalize.normalize_model_identity(%{provider: "google-vertex", id: "gemini-pro"})
{:ok, {:google_vertex, "gemini-pro"}}

iex> LLMDB.Normalize.normalize_model_identity(%{provider: :openai, id: "gpt-4"})
{:ok, {:openai, "gpt-4"}}

iex> LLMDB.Normalize.normalize_model_identity(%{provider: "openai"})
{:error, :missing_id}

  



  
    
      
    
    
      normalize_models(models)



        
          
        

    

  


  

      

          @spec normalize_models([map()]) :: [map()]


      


Normalizes a list of model maps.
Applies normalize_provider_id to the :provider field and ensures :id is present.
Examples
iex> LLMDB.Normalize.normalize_models([%{provider: "google-vertex", id: "gemini-pro"}])
[%{provider: :google_vertex, id: "gemini-pro"}]

  



    

  
    
      
    
    
      normalize_provider_id(provider_id, opts \\ [])



        
          
        

    

  


  

      

          @spec normalize_provider_id(
  binary() | atom(),
  keyword()
) :: {:ok, atom()} | {:error, :bad_provider}


      


Normalizes a provider ID to an atom.
Converts binary provider IDs to atoms, handling hyphens by converting them
to underscores. Uses String.to_existing_atom/1 to prevent atom leaking
at runtime. During activation task, unsafe conversion is allowed.
Examples
iex> LLMDB.Normalize.normalize_provider_id("google-vertex")
{:ok, :google_vertex}

iex> LLMDB.Normalize.normalize_provider_id(:openai)
{:ok, :openai}

iex> LLMDB.Normalize.normalize_provider_id("maliciousaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaaa")
{:error, :bad_provider}

  



  
    
      
    
    
      normalize_providers(providers)



        
          
        

    

  


  

      

          @spec normalize_providers([map()]) :: [map()]


      


Normalizes a list of provider maps.
Applies normalize_provider_id to the :id field of each provider map.
Examples
iex> LLMDB.Normalize.normalize_providers([%{id: "google-vertex"}, %{id: :openai}])
[%{id: :google_vertex}, %{id: :openai}]

  


        

      


  

    
LLMDB.Packaged 
    



      
Provides access to the packaged base snapshot.
This is NOT a Source - it returns the pre-processed, version-stable snapshot
that ships with each release. The snapshot has already been through the full
ETL pipeline (normalize → validate → merge → enrich → filter → index).
Sources (ModelsDev, Local, Config) provide raw data that gets merged ON TOP
of this base snapshot.
Loading Strategy
Behavior controlled by :compile_embed configuration option:
	true - Snapshot embedded at compile-time (zero runtime IO, recommended for production)
	false - Snapshot loaded at runtime from priv directory with integrity checking

Security
Production deployments should use compile_embed: true to eliminate runtime atom
creation and file I/O. Runtime mode includes SHA-256 integrity verification to
prevent tampering with the snapshot file.
Integrity Policy
The :integrity_policy config option controls integrity check behavior:
	:strict (default) - Fail on hash mismatch, treating it as tampering
	:warn - Log warning and continue, useful in dev when snapshot regenerates frequently
	:off - Skip mismatch warnings entirely

In development, use :warn mode. The snapshot file is marked as an @external_resource,
so Mix automatically recompiles the module when it changes, refreshing the hash.

      


      
        Summary


  
    Functions
  


    
      
        snapshot()

      


        Returns the packaged base snapshot (runtime loaded with integrity check).



    


    
      
        snapshot_path()

      


        Returns the absolute path to the packaged snapshot file.



    





      


      
        Functions


        


  
    
      
    
    
      snapshot()



        
          
        

    

  


  

      

          @spec snapshot() :: map() | nil


      


Returns the packaged base snapshot (runtime loaded with integrity check).
This snapshot is the pre-processed output of the ETL pipeline and serves
as the stable foundation for this package version.
Includes SHA-256 integrity verification to prevent tampering.
Returns
Fully indexed snapshot map with providers, models, and indexes, or nil if not available.

  



  
    
      
    
    
      snapshot_path()



        
          
        

    

  


  

      

          @spec snapshot_path() :: String.t()


      


Returns the absolute path to the packaged snapshot file.
Returns
String path to priv/llm_db/snapshot.json within the application directory.

  


        

      


  

    
LLMDB.Pricing 
    



      
Pricing pipeline for converting legacy cost data and applying provider defaults.
This module handles two key transformations during snapshot loading:
	Legacy cost conversion - Converts the simple cost map (input/output/cache rates)
into the flexible pricing.components format for backward compatibility.

	Provider defaults - Merges provider-level pricing defaults (e.g., tool pricing)
into each model's pricing, respecting merge strategies.


Pipeline
The pricing transformations run during LLMDB.Loader.load/1:
models
|> Pricing.apply_cost_components()      # Convert cost -> pricing.components
|> Pricing.apply_provider_defaults()    # Merge provider defaults
Pricing Structure
The pricing field on models contains:
%{
  currency: "USD",
  merge: "merge_by_id",  # or "replace"
  components: [
    %{id: "token.input", kind: "token", unit: "token", per: 1_000_000, rate: 3.0},
    %{id: "tool.web_search", kind: "tool", tool: "web_search", unit: "call", per: 1000, rate: 10.0}
  ]
}
See the Pricing and Billing guide for full documentation.

      


      
        Summary


  
    Functions
  


    
      
        apply_cost_components(models)

      


        Converts legacy cost fields to pricing.components format.



    


    
      
        apply_provider_defaults(providers, models)

      


        Applies provider-level pricing defaults to models.



    





      


      
        Functions


        


  
    
      
    
    
      apply_cost_components(models)



        
          
        

    

  


  

      

          @spec apply_cost_components([LLMDB.Model.t()]) :: [LLMDB.Model.t()]


      


Converts legacy cost fields to pricing.components format.
For each model with a cost map, generates corresponding pricing components:
	Cost Field	Component ID
	input	token.input
	output	token.output
	cache_read	token.cache_read
	cache_write	token.cache_write
	reasoning	token.reasoning

Existing pricing.components are preserved and take precedence over
generated components (merged by ID).
Examples
iex> models = [%{id: "gpt-4", provider: :openai, cost: %{input: 3.0, output: 15.0}}]
iex> [model] = LLMDB.Pricing.apply_cost_components(models)
iex> model.pricing.components
[
  %{id: "token.input", kind: "token", unit: "token", per: 1_000_000, rate: 3.0},
  %{id: "token.output", kind: "token", unit: "token", per: 1_000_000, rate: 15.0}
]

  



  
    
      
    
    
      apply_provider_defaults(providers, models)



        
          
        

    

  


  

      

          @spec apply_provider_defaults([LLMDB.Provider.t()], [LLMDB.Model.t()]) :: [
  LLMDB.Model.t()
]


      


Applies provider-level pricing defaults to models.
For each model, looks up its provider's pricing_defaults and merges them
into the model's pricing field. The merge behavior depends on the model's
pricing.merge setting:
	"merge_by_id" (default) - Provider defaults are merged with model components
by ID. Model components override matching defaults.
	"replace" - Model pricing completely replaces provider defaults.

Models without existing pricing inherit the full provider defaults.
Examples
iex> providers = [%{id: :openai, pricing_defaults: %{
...>   currency: "USD",
...>   components: [%{id: "tool.web_search", kind: "tool", rate: 10.0}]
...> }}]
iex> models = [%{id: "gpt-4", provider: :openai, pricing: nil}]
iex> [model] = LLMDB.Pricing.apply_provider_defaults(providers, models)
iex> model.pricing.components
[%{id: "tool.web_search", kind: "tool", rate: 10.0}]

  


        

      


  

    
LLMDB.Provider 
    



      
Provider struct with Zoi schema validation.
Represents an LLM provider with metadata including identity, base URL,
environment variables, documentation, and pricing defaults.
Fields
	:id - Unique provider identifier atom (e.g., :openai)
	:name - Display name
	:base_url - Base API URL (supports template variables like {region})
	:env - List of environment variable names for credentials
	:config_schema - Runtime configuration field definitions
	:doc - Documentation URL
	:pricing_defaults - Default pricing components applied to all models (see below)
	:exclude_models - Model IDs to exclude from upstream sources
	:extra - Additional provider-specific data
	:alias_of - Primary provider ID if this is an alias

Pricing Defaults
The :pricing_defaults field defines default pricing for tools and features
that apply to all models from this provider. This avoids duplicating tool
pricing across every model definition.
%{
  currency: "USD",
  components: [
    %{id: "tool.web_search", kind: "tool", tool: "web_search", unit: "call", per: 1000, rate: 10.0},
    %{id: "storage.vectors", kind: "storage", unit: "gb_day", per: 1, rate: 0.10}
  ]
}
Provider defaults are merged with model-specific pricing at load time.
See LLMDB.Pricing and the Pricing and Billing guide.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(attrs)

      


        Creates a new Provider struct from a map, validating with Zoi schema.



    


    
      
        new!(attrs)

      


        Creates a new Provider struct from a map, raising on validation errors.



    


    
      
        schema()

      


        Returns the Zoi schema for Provider



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %LLMDB.Provider{
  alias_of: nil | nil | atom(),
  base_url: nil | nil | binary(),
  catalog_only: boolean(),
  config_schema:
    nil
    | nil
    | [
        %{
          optional(:default) => nil | any(),
          :name => binary(),
          :type => binary(),
          optional(:doc) => nil | binary(),
          required: boolean()
        }
      ],
  doc: nil | nil | binary(),
  env: nil | nil | [binary()],
  exclude_models: nil | nil | [binary()],
  extra: nil | nil | map(),
  id: atom(),
  name: nil | nil | binary(),
  pricing_defaults:
    nil
    | nil
    | %{
        optional(:currency) => nil | binary(),
        components: [
          %{
            :id => binary(),
            optional(:unit) => nil | binary(),
            optional(:kind) => nil | binary(),
            optional(:tool) => nil | atom() | binary(),
            optional(:notes) => nil | binary(),
            optional(:per) => nil | integer(),
            optional(:rate) => nil | number(),
            optional(:meter) => nil | binary(),
            optional(:size_class) => nil | binary()
          }
        ]
      },
  runtime:
    nil
    | nil
    | %{
        optional(:auth) =>
          nil
          | %{
              :env => [binary()],
              optional(:type) => nil | binary(),
              :headers => [
                %{
                  optional(:env) => nil | binary(),
                  :name => binary(),
                  optional(:value) => nil | binary()
                }
              ],
              optional(:header_name) => nil | binary(),
              optional(:query_name) => nil | binary()
            },
        optional(:base_url) => nil | binary(),
        optional(:doc_url) => nil | binary(),
        :default_headers => map(),
        optional(:config_schema) =>
          nil
          | [
              %{
                optional(:default) => nil | any(),
                :name => binary(),
                :type => binary(),
                optional(:doc) => nil | binary(),
                required: boolean()
              }
            ],
        default_query: map()
      }
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(attrs)



        
          
        

    

  


  

      

          @spec new(map()) :: {:ok, t()} | {:error, term()}


      


Creates a new Provider struct from a map, validating with Zoi schema.
Examples
iex> LLMDB.Provider.new(%{id: :openai, name: "OpenAI"})
{:ok, %LLMDB.Provider{id: :openai, name: "OpenAI"}}

iex> LLMDB.Provider.new(%{})
{:error, _validation_errors}

  



  
    
      
    
    
      new!(attrs)



        
          
        

    

  


  

      

          @spec new!(map()) :: t()


      


Creates a new Provider struct from a map, raising on validation errors.
Examples
iex> LLMDB.Provider.new!(%{id: :openai, name: "OpenAI"})
%LLMDB.Provider{id: :openai, name: "OpenAI"}

  



  
    
      
    
    
      schema()



        
          
        

    

  


  

Returns the Zoi schema for Provider

  


        

      


  

    
LLMDB.Query 
    



      
Query functions for selecting models based on capabilities and requirements.
Provides capability-based model selection with provider preferences.
All queries operate on the filtered catalog loaded into the Store.

      


      
        Summary


  
    Types
  


    
      
        model_id()

      


    


    
      
        model_spec()

      


    


    
      
        provider()

      


    





  
    Functions
  


    
      
        candidates(opts \\ [])

      


        Gets all allowed models matching capability requirements.



    


    
      
        capabilities(spec)

      


        Gets capabilities for a model spec.



    


    
      
        select(opts \\ [])

      


        Selects the first model matching capability requirements.



    





      


      
        Types


        


  
    
      
    
    
      model_id()



        
          
        

    

  


  

      

          @type model_id() :: String.t()


      



  



  
    
      
    
    
      model_spec()



        
          
        

    

  


  

      

          @type model_spec() :: {provider(), model_id()} | String.t() | LLMDB.Model.t()


      



  



  
    
      
    
    
      provider()



        
          
        

    

  


  

      

          @type provider() :: atom()


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      candidates(opts \\ [])



        
          
        

    

  


  

      

          @spec candidates(keyword()) :: [{provider(), model_id()}]


      


Gets all allowed models matching capability requirements.
Returns all models that match the capability filters in preference order.
Similar to select/1 but returns all matches instead of just the first.
Options
	:require - Keyword list of required capabilities (e.g., [tools: true, json_native: true])
	:forbid - Keyword list of forbidden capabilities
	:prefer - List of provider atoms in preference order (e.g., [:openai, :anthropic])
	:scope - Either :all (default) or a specific provider atom

Returns
List of {provider, model_id} tuples matching the criteria, in preference order.
Examples
candidates = Query.candidates(
  require: [chat: true, tools: true],
  prefer: [:openai, :anthropic]
)
#=> [{:openai, "gpt-4o"}, {:openai, "gpt-4o-mini"}, {:anthropic, "claude-3-5-sonnet-20241022"}, ...]

candidates = Query.candidates(
  require: [json_native: true],
  scope: :openai
)
#=> [{:openai, "gpt-4o"}, {:openai, "gpt-4o-mini"}, ...]

  



  
    
      
    
    
      capabilities(spec)



        
          
        

    

  


  

      

          @spec capabilities(model_spec()) :: map() | nil


      


Gets capabilities for a model spec.
Returns capabilities map or nil if model not found.
Parameters
	spec - Either {provider, model_id} tuple, "provider:model" string, or %Model{} struct

Examples
caps = Query.capabilities({:openai, "gpt-4o-mini"})
#=> %{chat: true, tools: %{enabled: true, ...}, ...}

caps = Query.capabilities("openai:gpt-4o-mini")
#=> %{chat: true, tools: %{enabled: true, ...}, ...}

{:ok, model} = LLMDB.model("openai:gpt-4o-mini")
caps = Query.capabilities(model)
#=> %{chat: true, tools: %{enabled: true, ...}, ...}

  



    

  
    
      
    
    
      select(opts \\ [])



        
          
        

    

  


  

      

          @spec select(keyword()) :: {:ok, {provider(), model_id()}} | {:error, :no_match}


      


Selects the first model matching capability requirements.
Returns the first allowed model that matches the required capabilities,
in provider preference order.
Options
	:require - Keyword list of required capabilities (e.g., [tools: true, json_native: true])
	:forbid - Keyword list of forbidden capabilities
	:prefer - List of provider atoms in preference order (e.g., [:openai, :anthropic])
	:scope - Either :all (default) or a specific provider atom

Returns
	{:ok, {provider, model_id}} - First matching model
	{:error, :no_match} - No models match the criteria

Examples
{:ok, {provider, model_id}} = Query.select(
  require: [chat: true, tools: true],
  prefer: [:openai, :anthropic]
)

{:ok, {:openai, model_id}} = Query.select(
  require: [json_native: true],
  scope: :openai
)

  


        

      


  

    
LLMDB.Runtime 
    



      
Runtime configuration compilation for consumer applications.
Phase 2 of LLMDB: Compile runtime configuration by merging application
environment config with per-call options, enabling consumers to:
	Filter models by provider/model patterns (allow/deny)
	Define provider preferences
	Add custom providers/models

This module handles the consumer-facing runtime configuration that gets
applied when loading the packaged snapshot into the Store.
Example
# Compile runtime config from app env + per-call opts
runtime = LLMDB.Runtime.compile(
  allow: [:openai, :anthropic],
  custom: %{
    providers: [%{id: :myprov, name: "My Provider"}],
    models: [%{provider: :myprov, id: "my-model", capabilities: %{chat: true}}]
  }
)

# Runtime config can then be used to filter and customize the catalog

      


      
        Summary


  
    Functions
  


    
      
        apply(snapshot, overrides)

      


        Applies runtime overrides to an existing snapshot.



    


    
      
        compile(opts \\ [])

      


        Compiles runtime configuration by merging app env and per-call options.



    





      


      
        Functions


        


  
    
      
    
    
      apply(snapshot, overrides)



        
          
        

    

  


  

      

          @spec apply(map(), map() | nil) :: {:ok, map()} | {:error, term()}


      


Applies runtime overrides to an existing snapshot.
Parameters
	snapshot - The current snapshot map
	overrides - Map with optional :filter and :prefer keys

Override Options
	:filter - %{allow: patterns, deny: patterns} to recompile and reapply
	:prefer - List of provider atoms to update preference order

Returns
	{:ok, updated_snapshot} - Success with updated snapshot
	{:error, reason} - Validation or processing error


  



    

  
    
      
    
    
      compile(opts \\ [])



        
          
        

    

  


  

      

          @spec compile(keyword()) :: map()


      


Compiles runtime configuration by merging app env and per-call options.
Merges application environment configuration (from config :llm_db, ...) with
options passed at load time, normalizes the configuration, and compiles filters.
Parameters
	opts - Keyword list of per-call options that override app env:	:allow - :all, list of providers [:openai], or map %{openai: :all | [patterns]}

	:deny - List of providers [:provider] or map %{provider: [patterns]}
	:prefer - List of provider atoms in preference order
	:custom - Map with provider IDs as keys, provider configs (with models) as values
	:provider_ids - Optional list of known provider IDs for validation



Returns
Map with compiled runtime configuration:
	:filters - Compiled allow/deny patterns
	:prefer - Provider preference list
	:custom - Normalized custom providers/models (%{providers: [...], models: [...]})
	:unknown - List of unknown providers in filters (for warnings)

Examples
# Simple provider allow list
runtime = Runtime.compile(allow: [:openai, :anthropic])
runtime.filters.allow
#=> %{openai: :all, anthropic: :all}

# Provider allow list with model patterns
runtime = Runtime.compile(
  allow: %{openai: ["gpt-4*"], anthropic: :all},
  deny: %{openai: ["gpt-4-0613"]}
)

# With custom providers
runtime = Runtime.compile(
  custom: %{
    vllm: [
      name: "Local vLLM Provider",
      models: %{
        "llama-3" => %{capabilities: %{chat: true}}
      }
    ]
  }
)

  


        

      


  

    
LLMDB.Snapshot 
    



      
Canonical snapshot artifact helpers.
Snapshots are the immutable unit of metadata publication and runtime loading.
They are stored as a single snapshot.json file, addressed by snapshot_id,
and optionally mirrored to GitHub Releases.

      


      
        Summary


  
    Functions
  


    
      
        build_dir()

      


        Returns the local build output directory for snapshots.



    


    
      
        build_meta_path()

      


        Returns the default build artifact path for snapshot-meta.json.



    


    
      
        build_path()

      


        Returns the default build artifact path for snapshot.json.



    


    
      
        counts(snapshot)

      


        Returns provider/model counts for a snapshot document.



    


    
      
        decode(content)

      


        Decodes and verifies a snapshot document from JSON.



    


    
      
        encode(document)

      


        Encodes a snapshot or metadata document as pretty JSON.



    


    
      
        from_engine_snapshot(map)

      


        Builds a canonical snapshot document from an engine snapshot.



    


    
      
        history_archive_filename()

      


    


    
      
        history_meta_filename()

      


    


    
      
        latest_filename()

      


    


    
      
        metadata(snapshot, attrs \\ %{})

      


        Builds snapshot metadata suitable for snapshot-index.json and latest.json.



    


    
      
        packaged_path()

      


        Returns the packaged snapshot file path.



    


    
      
        read(path)

      


        Reads and verifies a snapshot document from disk.



    


    
      
        schema_version()

      


        Returns the canonical snapshot schema version.



    


    
      
        snapshot_filename()

      


    


    
      
        snapshot_id(snapshot)

      


        Computes the content-addressed snapshot ID for a snapshot document.



    


    
      
        snapshot_index_filename()

      


    


    
      
        snapshot_meta_filename()

      


    


    
      
        source_packaged_path()

      


        Returns the source-tree packaged snapshot path used for release packaging.



    


    
      
        verify(snapshot)

      


        Verifies snapshot integrity and provider ID safety.



    


    
      
        write!(path, document)

      


        Writes a snapshot or metadata document to disk.



    





      


      
        Functions


        


  
    
      
    
    
      build_dir()



        
          
        

    

  


  

      

          @spec build_dir() :: String.t()


      


Returns the local build output directory for snapshots.

  



  
    
      
    
    
      build_meta_path()



        
          
        

    

  


  

      

          @spec build_meta_path() :: String.t()


      


Returns the default build artifact path for snapshot-meta.json.

  



  
    
      
    
    
      build_path()



        
          
        

    

  


  

      

          @spec build_path() :: String.t()


      


Returns the default build artifact path for snapshot.json.

  



  
    
      
    
    
      counts(snapshot)



        
          
        

    

  


  

      

          @spec counts(map()) :: %{
  provider_count: non_neg_integer(),
  model_count: non_neg_integer()
}


      


Returns provider/model counts for a snapshot document.

  



  
    
      
    
    
      decode(content)



        
          
        

    

  


  

      

          @spec decode(binary()) :: {:ok, map()} | {:error, term()}


      


Decodes and verifies a snapshot document from JSON.

  



  
    
      
    
    
      encode(document)



        
          
        

    

  


  

      

          @spec encode(map()) :: String.t()


      


Encodes a snapshot or metadata document as pretty JSON.

  



  
    
      
    
    
      from_engine_snapshot(map)



        
          
        

    

  


  

      

          @spec from_engine_snapshot(map()) :: map()


      


Builds a canonical snapshot document from an engine snapshot.

  



  
    
      
    
    
      history_archive_filename()



        
          
        

    

  


  

      

          @spec history_archive_filename() :: String.t()


      



  



  
    
      
    
    
      history_meta_filename()



        
          
        

    

  


  

      

          @spec history_meta_filename() :: String.t()


      



  



  
    
      
    
    
      latest_filename()



        
          
        

    

  


  

      

          @spec latest_filename() :: String.t()


      



  



    

  
    
      
    
    
      metadata(snapshot, attrs \\ %{})



        
          
        

    

  


  

      

          @spec metadata(map(), map()) :: map()


      


Builds snapshot metadata suitable for snapshot-index.json and latest.json.

  



  
    
      
    
    
      packaged_path()



        
          
        

    

  


  

      

          @spec packaged_path() :: String.t()


      


Returns the packaged snapshot file path.

  



  
    
      
    
    
      read(path)



        
          
        

    

  


  

      

          @spec read(String.t()) :: {:ok, map()} | {:error, term()}


      


Reads and verifies a snapshot document from disk.

  



  
    
      
    
    
      schema_version()



        
          
        

    

  


  

      

          @spec schema_version() :: pos_integer()


      


Returns the canonical snapshot schema version.

  



  
    
      
    
    
      snapshot_filename()



        
          
        

    

  


  

      

          @spec snapshot_filename() :: String.t()


      



  



  
    
      
    
    
      snapshot_id(snapshot)



        
          
        

    

  


  

      

          @spec snapshot_id(map()) :: String.t()


      


Computes the content-addressed snapshot ID for a snapshot document.

  



  
    
      
    
    
      snapshot_index_filename()



        
          
        

    

  


  

      

          @spec snapshot_index_filename() :: String.t()


      



  



  
    
      
    
    
      snapshot_meta_filename()



        
          
        

    

  


  

      

          @spec snapshot_meta_filename() :: String.t()


      



  



  
    
      
    
    
      source_packaged_path()



        
          
        

    

  


  

      

          @spec source_packaged_path() :: String.t()


      


Returns the source-tree packaged snapshot path used for release packaging.

  



  
    
      
    
    
      verify(snapshot)



        
          
        

    

  


  

      

          @spec verify(map()) :: :ok | {:error, term()}


      


Verifies snapshot integrity and provider ID safety.

  



  
    
      
    
    
      write!(path, document)



        
          
        

    

  


  

      

          @spec write!(String.t(), map()) :: :ok


      


Writes a snapshot or metadata document to disk.

  


        

      


  

    
LLMDB.Snapshot.Builder 
    



      
Builds canonical snapshot artifacts from configured sources.

      


      
        Summary


  
    Types
  


    
      
        artifact()

      


    





  
    Functions
  


    
      
        build(opts \\ [])

      


    


    
      
        up_to_date?(artifact, opts \\ [])

      


    


    
      
        write!(artifact, opts \\ [])

      


    





      


      
        Types


        


  
    
      
    
    
      artifact()



        
          
        

    

  


  

      

          @type artifact() :: %{
  snapshot: map(),
  snapshot_id: String.t(),
  metadata: map(),
  output_dir: String.t(),
  snapshot_path: String.t(),
  metadata_path: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      build(opts \\ [])



        
          
        

    

  


  

      

          @spec build(keyword()) :: {:ok, artifact()} | {:error, term()}


      



  



    

  
    
      
    
    
      up_to_date?(artifact, opts \\ [])



        
          
        

    

  


  

      

          @spec up_to_date?(
  artifact(),
  keyword()
) :: boolean()


      



  



    

  
    
      
    
    
      write!(artifact, opts \\ [])



        
          
        

    

  


  

      

          @spec write!(
  artifact(),
  keyword()
) :: artifact()


      



  


        

      


  

    
LLMDB.Snapshot.ReleaseStore 
    



      
GitHub Releases-backed snapshot artifact store.
Runtime fetching resolves immutable snapshot and history releases via the
GitHub Releases API and downloads public assets via Req. Publishing is
handled with the gh CLI, intended for local maintainer workflows and
GitHub Actions.

      


      
        Summary


  
    Types
  


    
      
        config()

      


    





  
    Functions
  


    
      
        asset_url(tag, filename, overrides \\ %{})

      


    


    
      
        config(overrides \\ [])

      


    


    
      
        download_history_archive(destination, overrides \\ %{})

      


    


    
      
        ensure_snapshot_release(snapshot_path, meta_path, snapshot_id, overrides \\ %{})

      


    


    
      
        fetch_history_meta(overrides \\ %{})

      


    


    
      
        fetch_latest(overrides \\ %{})

      


    


    
      
        fetch_snapshot(ref, overrides \\ %{})

      


    


    
      
        fetch_snapshot_index(overrides \\ %{})

      


    


    
      
        history_archive_asset_url(snapshot_id, overrides \\ %{})

      


    


    
      
        history_meta_asset_url(snapshot_id, overrides \\ %{})

      


    


    
      
        history_tag(snapshot_id)

      


    


    
      
        publish_history_release(asset_paths, snapshot_id, overrides \\ %{})

      


    


    
      
        snapshot_asset_url(snapshot_id, overrides \\ %{})

      


    


    
      
        snapshot_meta_asset_url(snapshot_id, overrides \\ %{})

      


    


    
      
        snapshot_tag(snapshot_id)

      


    





      


      
        Types


        


  
    
      
    
    
      config()



        
          
        

    

  


  

      

          @type config() :: %{repo: String.t(), index_tag: String.t(), cache_dir: String.t()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      asset_url(tag, filename, overrides \\ %{})



        
          
        

    

  


  

      

          @spec asset_url(String.t(), String.t(), keyword() | map()) :: String.t()


      



  



  
    
      
    
    
      config(overrides \\ [])



        
          
        

    

  


  

      

          @spec config(keyword() | map()) :: config()


      



  



    

  
    
      
    
    
      download_history_archive(destination, overrides \\ %{})



        
          
        

    

  


  

      

          @spec download_history_archive(String.t(), keyword() | map()) ::
  :ok | {:error, term()}


      



  



    

  
    
      
    
    
      ensure_snapshot_release(snapshot_path, meta_path, snapshot_id, overrides \\ %{})



        
          
        

    

  


  

      

          @spec ensure_snapshot_release(String.t(), String.t(), String.t(), keyword() | map()) ::
  {:ok, String.t()} | {:error, term()}


      



  



    

  
    
      
    
    
      fetch_history_meta(overrides \\ %{})



        
          
        

    

  


  

      

          @spec fetch_history_meta(keyword() | map()) :: {:ok, map()} | {:error, term()}


      



  



    

  
    
      
    
    
      fetch_latest(overrides \\ %{})



        
          
        

    

  


  

      

          @spec fetch_latest(keyword() | map()) :: {:ok, map()} | {:error, term()}


      



  



    

  
    
      
    
    
      fetch_snapshot(ref, overrides \\ %{})



        
          
        

    

  


  

      

          @spec fetch_snapshot(:latest | String.t(), keyword() | map()) ::
  {:ok, %{snapshot: map(), snapshot_id: String.t(), path: String.t()}}
  | {:error, term()}


      



  



    

  
    
      
    
    
      fetch_snapshot_index(overrides \\ %{})



        
          
        

    

  


  

      

          @spec fetch_snapshot_index(keyword() | map()) :: {:ok, [map()]} | {:error, term()}


      



  



    

  
    
      
    
    
      history_archive_asset_url(snapshot_id, overrides \\ %{})



        
          
        

    

  


  

      

          @spec history_archive_asset_url(String.t(), keyword() | map()) :: String.t() | nil


      



  



    

  
    
      
    
    
      history_meta_asset_url(snapshot_id, overrides \\ %{})



        
          
        

    

  


  

      

          @spec history_meta_asset_url(String.t(), keyword() | map()) :: String.t() | nil


      



  



  
    
      
    
    
      history_tag(snapshot_id)



        
          
        

    

  


  

      

          @spec history_tag(String.t()) :: String.t()


      



  



    

  
    
      
    
    
      publish_history_release(asset_paths, snapshot_id, overrides \\ %{})



        
          
        

    

  


  

      

          @spec publish_history_release([String.t()], String.t(), keyword() | map()) ::
  {:ok, String.t()} | {:error, term()}


      



  



    

  
    
      
    
    
      snapshot_asset_url(snapshot_id, overrides \\ %{})



        
          
        

    

  


  

      

          @spec snapshot_asset_url(String.t(), keyword() | map()) :: String.t() | nil


      



  



    

  
    
      
    
    
      snapshot_meta_asset_url(snapshot_id, overrides \\ %{})



        
          
        

    

  


  

      

          @spec snapshot_meta_asset_url(String.t(), keyword() | map()) :: String.t() | nil


      



  



  
    
      
    
    
      snapshot_tag(snapshot_id)



        
          
        

    

  


  

      

          @spec snapshot_tag(String.t()) :: String.t()


      



  


        

      


  

    
LLMDB.Source behaviour
    



      
Unified data source interface for LLMDB.
Sources return providers and models data in canonical Zoi format.
No filtering, no excludes. Validation happens later via Engine pipeline.
Output Format: Canonical Zoi v1
All sources MUST return data matching our canonical Zoi schema format.
External formats (e.g., models.dev) must be transformed to canonical format
before returning from load/1.
Type Specifications
	provider_id - Atom or string identifying a provider (e.g., :openai, "anthropic")
	model_id - String identifying a model (e.g., "gpt-4o")
	provider_map - Provider data map with atom keys matching Zoi Provider schema
	model_map - Model data map with atom keys matching Zoi Model schema
	data - Source output with providers map, each containing models list

Contract: Canonical Format Required
All source implementations must return {:ok, data} where data is:
%{
  "openai" => %{
    id: :openai,                    # REQUIRED: atom or string
    name: "OpenAI",                 # Optional
    base_url: "...",                # Optional
    env: ["OPENAI_API_KEY"],        # Optional
    doc: "...",                     # Optional
    models: [                       # REQUIRED: list
      %{
        id: "gpt-4o",               # REQUIRED: string
        provider: :openai,          # REQUIRED: atom
        name: "GPT-4o",             # Optional
        limits: %{                  # Optional: Zoi Limits schema
          context: 128000,
          output: 16384
        },
        cost: %{                    # Optional: Zoi Cost schema
          input: 2.50,
          output: 10.00,
          cache_read: 1.25
        },
        capabilities: %{            # Optional: Zoi Capabilities schema
          streaming: %{text: true},
          tools: %{enabled: true}
        },
        modalities: %{              # Optional
          input: [:text, :image],
          output: [:text]
        },
        ...                         # Other Zoi Model schema fields
      }
    ]
  },
  ...
}
Key requirements:
	Outer keys: strings (provider IDs as strings)
	Provider maps: atom keys, MUST include :id (atom/string) and :models (list)
	Model maps: atom keys matching Zoi Model schema

Return {:error, reason} only if the source cannot produce any data.
For partial failures (e.g., one file fails in multi-file source), handle
internally, log warnings, and return available data.
Format Transformation
Sources that read external formats (e.g., models.dev JSON) should implement
a public transform/1 function to make the transformation explicit.
Call this from load/1 before returning.
Example:
def load(opts) do
  case read_external_data(opts) do
    {:ok, external_data} ->
      {:ok, transform(external_data)}
    error ->
      error
  end
end

def transform(external_data) do
  # Transform external format → canonical Zoi format
  ...
end
Testability
Sources should accept optional test hooks via opts parameter:
	:file_reader - Function for reading files (default: File.read!/1)
	:dir_reader - Function for listing directories (default: File.ls!/1)

This allows tests to inject stubs without filesystem access.

      


      
        Summary


  
    Types
  


    
      
        data()

      


    


    
      
        model_id()

      


    


    
      
        model_map()

      


    


    
      
        opts()

      


    


    
      
        provider_id()

      


    


    
      
        provider_map()

      


    


    
      
        pull_result()

      


    





  
    Callbacks
  


    
      
        load(opts)

      


        Load data from this source.



    


    
      
        pull(opts)

      


        Pull remote data and cache it locally.



    





  
    Functions
  


    
      
        assert_canonical!(data)

      


        Validates that source data matches the canonical Zoi format.



    





      


      
        Types


        


  
    
      
    
    
      data()



        
          
        

    

  


  

      

          @type data() :: %{required(String.t()) => provider_map()}


      



  



  
    
      
    
    
      model_id()



        
          
        

    

  


  

      

          @type model_id() :: String.t()


      



  



  
    
      
    
    
      model_map()



        
          
        

    

  


  

      

          @type model_map() :: map()


      



  



  
    
      
    
    
      opts()



        
          
        

    

  


  

      

          @type opts() :: map()


      



  



  
    
      
    
    
      provider_id()



        
          
        

    

  


  

      

          @type provider_id() :: atom() | String.t()


      



  



  
    
      
    
    
      provider_map()



        
          
        

    

  


  

      

          @type provider_map() :: map()


      



  



  
    
      
    
    
      pull_result()



        
          
        

    

  


  

      

          @type pull_result() :: :noop | {:ok, String.t()} | {:error, term()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      load(opts)



        
          
        

    

  


  

      

          @callback load(opts()) :: {:ok, data()} | {:error, term()}


      


Load data from this source.
For remote sources, this should read from locally cached data (no network calls).
Run mix llm_db.pull to fetch and cache remote data first.
Parameters
	opts - Source-specific options map

Returns
	{:ok, data} - Success with providers/models data
	{:error, term} - Fatal error (source cannot produce any data)


  



  
    
      
    
    
      pull(opts)


        (optional)


        
          
        

    

  


  

      

          @callback pull(opts()) :: pull_result()


      


Pull remote data and cache it locally.
This callback is optional and only implemented by sources that fetch remote data.
When implemented, it should:
	Fetch data from a remote endpoint (e.g., via Req)
	Cache the data locally in priv/llm_db/remote/
	Write a manifest file with metadata (URL, checksum, timestamp)
	Support conditional GET using ETag/Last-Modified headers

Parameters
	opts - Source-specific options map (may include :url, :cache_id, etc.)

Returns
	:noop - Data not modified (HTTP 304)
	{:ok, cache_path} - Successfully cached to the given path
	{:error, term} - Failed to fetch or cache


  


        

      

      
        Functions


        


  
    
      
    
    
      assert_canonical!(data)



        
          
        

    

  


  

      

          @spec assert_canonical!(data()) :: :ok


      


Validates that source data matches the canonical Zoi format.
This is a lightweight shape assertion to fail fast if a source
forgets to transform external data. Full schema validation happens
later in the Engine pipeline.
Checks
	Outer structure is a map
	Keys are strings (provider IDs)
	Values are provider maps with atom keys
	Provider maps have required :id and :models fields
	:models is a list

Examples
iex> data = %{"openai" => %{id: :openai, models: []}}
iex> Source.assert_canonical!(data)
:ok

iex> bad_data = %{"openai" => %{"id" => "openai"}}
iex> Source.assert_canonical!(bad_data)
** (ArgumentError) Source.load/1 must return canonical Zoi format

  


        

      


  

    
LLMDB.Sources.Anthropic 
    



      
Remote source for Anthropic models (https://api.anthropic.com/v1/models).
	pull/1 fetches data from Anthropic API and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://api.anthropic.com/v1/models")
	:api_key - Anthropic API key (required, or set ANTHROPIC_API_KEY env var)
	:anthropic_version - API version (default: "2023-06-01")
	:beta - Optional beta versions list
	:limit - Items per page (1-1000, default: 1000 to fetch all)
	:req_opts - Additional Req options for testing

Configuration
Cache directory can be configured in application config:
config :llm_db,
  anthropic_cache_dir: "priv/llm_db/remote"
Default: "priv/llm_db/remote"
Usage
# Pull remote data and cache (requires API key)
mix llm_db.pull --source anthropic

# Load from cache
{:ok, data} = Anthropic.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms Anthropic API response to canonical Zoi format.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms Anthropic API response to canonical Zoi format.
Input Format (Anthropic)
{
  "data": [
    {
      "id": "claude-sonnet-4-20250514",
      "type": "model",
      "display_name": "Claude Sonnet 4",
      "created_at": "2025-02-19T00:00:00Z"
    }
  ]
}
Output Format (Canonical Zoi)
%{
  "anthropic" => %{
    id: :anthropic,
    name: "Anthropic",
    models: [
      %{
        id: "claude-sonnet-4-20250514",
        provider: :anthropic,
        name: "Claude Sonnet 4",
        extra: %{
          type: "model",
          created_at: "2025-02-19T00:00:00Z"
        }
      }
    ]
  }
}

  


        

      


  

    
LLMDB.Sources.Google 
    



      
Remote source for Google Gemini models (https://generativelanguage.googleapis.com/v1beta/models).
	pull/1 fetches data from Google Gemini API and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://generativelanguage.googleapis.com/v1beta/models")
	:api_key - Google API key (required, or set GOOGLE_API_KEY or GEMINI_API_KEY env var)
	:page_size - Items per page (1-1000, default: 1000 to fetch all)
	:req_opts - Additional Req options for testing

Configuration
Cache directory can be configured in application config:
config :llm_db,
  google_cache_dir: "priv/llm_db/remote"
Default: "priv/llm_db/remote"
Usage
# Pull remote data and cache (requires API key)
mix llm_db.pull --source google

# Load from cache
{:ok, data} = Google.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms Google Gemini API response to canonical Zoi format.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms Google Gemini API response to canonical Zoi format.
Input Format (Google)
{
  "models": [
    {
      "name": "models/gemini-2.0-flash-exp",
      "baseModelId": "models/gemini-2.0-flash",
      "version": "001",
      "displayName": "Gemini 2.0 Flash",
      "description": "...",
      "inputTokenLimit": 1048576,
      "outputTokenLimit": 8192,
      "supportedGenerationMethods": ["generateContent"],
      "thinking": false
    }
  ]
}
Output Format (Canonical Zoi)
%{
  "google" => %{
    id: :google,
    name: "Google",
    models: [
      %{
        id: "gemini-2.0-flash-exp",
        provider: :google,
        name: "Gemini 2.0 Flash",
        limits: %{
          context: 1048576,
          output: 8192
        },
        extra: %{
          base_model_id: "models/gemini-2.0-flash",
          version: "001",
          description: "...",
          supported_generation_methods: ["generateContent"],
          thinking: false
        }
      }
    ]
  }
}

  


        

      


  

    
LLMDB.Sources.Llmfit 
    



      
Sidecar source for llmfit open-weight metadata.
This module is intentionally not a primary catalog source. It is used to:
	pull/1 fetch and cache llmfit's hf_models.json
	load_index/1 build a lookup index by Hugging Face repo ID for enrichment

load/1 returns an empty canonical map so this source can participate in
generic source workflows without injecting non-canonical providers/models.

      


      
        Summary


  
    Functions
  


    
      
        load_index(opts \\ %{})

      


        Build an enrichment index keyed by Hugging Face repo ID (org/model).



    


    
      
        load_raw(opts \\ %{})

      


        Load raw llmfit metadata list from cache.



    





      


      
        Functions


        


    

  
    
      
    
    
      load_index(opts \\ %{})



        
          
        

    

  


  

      

          @spec load_index(map()) :: {:ok, %{optional(String.t()) => map()}} | {:error, term()}


      


Build an enrichment index keyed by Hugging Face repo ID (org/model).

  



    

  
    
      
    
    
      load_raw(opts \\ %{})



        
          
        

    

  


  

      

          @spec load_raw(map()) :: {:ok, [map()]} | {:error, term()}


      


Load raw llmfit metadata list from cache.

  


        

      


  

    
LLMDB.Sources.Local 
    



      
Loads model metadata from local TOML files in a directory structure.
Directory structure:
priv/llm_db/local/
├── openai/
│   ├── provider.toml         # Provider definition
│   ├── gpt-4o.toml           # Model
│   └── gpt-4o-mini.toml      # Model
├── anthropic/
│   ├── provider.toml
│   └── claude-3-5-sonnet.toml
└── ...
Provider TOML files are always named provider.toml and contain provider metadata.
Model TOML files contain model metadata with provider field linking to provider.
Options
	:dir - Directory path to scan (required)
	:file_reader - Function for reading files (default: &File.read!/1)
	:dir_reader - Function for listing directories (default: &File.ls!/1)

Examples
iex> Local.load(%{dir: "priv/llm_db"})
{:ok, %{"openai" => %{id: :openai, models: [...]}, ...}}
Error Handling
Individual file parse failures are logged and skipped. Returns {:error, :directory_not_found}
if the directory doesn't exist.

      




  

    
LLMDB.Sources.ModelsDev 
    



      
Remote source for models.dev metadata (https://models.dev/api.json).
	pull/1 fetches data via Req and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://models.dev/api.json")
	:req_opts - Additional Req options for testing (e.g., [plug: test_plug])

Configuration
Cache directory can be configured in application config:
config :llm_db,
  models_dev_cache_dir: "priv/llm_db/remote"
Default: "priv/llm_db/remote"
Usage
# Pull remote data and cache
mix llm_db.pull

# Load from cache
{:ok, data} = ModelsDev.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms models.dev JSON format to canonical Zoi format.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms models.dev JSON format to canonical Zoi format.
Input Format (models.dev)
{
  "provider_id": {
    "id": "provider_id",
    "name": "Provider Name",
    "models": {
      "model_id": {
        "id": "model_id",
        "name": "Model Name",
        "limit": {"context": 128000, "output": 16384},
        "cost": {"input": 2.50, "output": 10.00},
        ...
      }
    }
  }
}
Output Format (Canonical Zoi)
%{
  "provider_id" => %{
    id: :provider_id,
    name: "Provider Name",
    models: [
      %{
        id: "model_id",
        provider: :provider_id,
        name: "Model Name",
        limits: %{context: 128000, output: 16384},
        cost: %{input: 2.50, output: 10.00},
        ...
      }
    ]
  }
}
Main transformations:
	Convert provider string IDs to atom keys
	Convert models map to models list
	Add provider field to each model
	Transform field names (limit → limits, etc.)
	Atomize known field keys


  


        

      


  

    
LLMDB.Sources.OpenAI 
    



      
Remote source for OpenAI models (https://api.openai.com/v1/models).
	pull/1 fetches data from OpenAI API and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://api.openai.com/v1/models")
	:api_key - OpenAI API key (required, or set OPENAI_API_KEY env var)
	:organization - Optional OpenAI organization ID
	:project - Optional OpenAI project ID
	:req_opts - Additional Req options for testing

Configuration
Cache directory can be configured in application config:
config :llm_db,
  openai_cache_dir: "priv/llm_db/remote"
Default: "priv/llm_db/remote"
Usage
# Pull remote data and cache (requires API key)
mix llm_db.pull --source openai

# Load from cache
{:ok, data} = OpenAI.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms OpenAI API response to canonical Zoi format.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms OpenAI API response to canonical Zoi format.
Input Format (OpenAI)
{
  "object": "list",
  "data": [
    {
      "id": "gpt-4",
      "object": "model",
      "created": 1686935002,
      "owned_by": "openai"
    }
  ]
}
Output Format (Canonical Zoi)
%{
  "openai" => %{
    id: :openai,
    name: "OpenAI",
    models: [
      %{
        id: "gpt-4",
        provider: :openai,
        extra: %{
          created: 1686935002,
          owned_by: "openai"
        }
      }
    ]
  }
}

  


        

      


  

    
LLMDB.Sources.OpenRouter 
    



      
Remote source for OpenRouter metadata (https://openrouter.ai/api/v1/models).
	pull/1 fetches data via Req and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://openrouter.ai/api/v1/models")
	:req_opts - Additional Req options for testing (e.g., [plug: test_plug])
	:api_key - OpenRouter API key (optional for public model list)

Configuration
Cache directory can be configured in application config:
config :llm_db,
  openrouter_cache_dir: "priv/llm_db/upstream"
Default: "priv/llm_db/upstream"
Usage
# Pull remote data and cache
mix llm_db.pull

# Load from cache
{:ok, data} = OpenRouter.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms OpenRouter JSON format to canonical Zoi format.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms OpenRouter JSON format to canonical Zoi format.
Input Format (OpenRouter)
{
  "data": [
    {
      "id": "openai/gpt-4",
      "name": "GPT-4",
      "context_length": 128000,
      "pricing": {
        "prompt": "0.00003",
        "completion": "0.00006"
      },
      "architecture": {
        "modality": "text->text",
        "tokenizer": "GPT",
        "instruct_type": "chatml"
      },
      "top_provider": {
        "max_completion_tokens": 16384
      },
      ...
    }
  ]
}
Output Format (Canonical Zoi)
%{
  "openrouter" => %{
    id: :openrouter,
    name: "OpenRouter",
    models: [
      %{
        id: "openai/gpt-4",
        provider: :openrouter,
        name: "GPT-4",
        limits: %{context: 128000, output: 16384},
        cost: %{input: 0.03, output: 0.06},
        ...
      },
      %{
        id: "perplexity/sonar-pro",
        provider: :openrouter,
        name: "Perplexity: Sonar Pro",
        ...
      }
    ]
  }
}
Main transformations:
	Keep model IDs exactly as provided by OpenRouter (e.g., perplexity/sonar-pro)
	All models registered under :openrouter provider only
	Transform pricing strings to floats (per 1M tokens)
	Map context_length → limits.context
	Map top_provider.max_completion_tokens → limits.output
	Extract modality information

Provider Separation
OpenRouter models are distinct from native provider models. For example:
	openrouter:perplexity/sonar-pro - accessed via OpenRouter API
	perplexity:sonar-pro - accessed via native Perplexity API (from Perplexity source)

These are separate entries with potentially different pricing, limits, and capabilities.
Model IDs may contain / which is part of the ID string, not a provider delimiter.

  


        

      


  

    
LLMDB.Sources.XAI 
    



      
Remote source for xAI (Grok) models (https://api.x.ai/v1/models).
	pull/1 fetches data from xAI API and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://api.x.ai/v1/models")
	:api_key - xAI API key (required, or set XAI_API_KEY env var)
	:region - Optional regional endpoint (:us_east_1 or :eu_west_1)
	:req_opts - Additional Req options for testing

Configuration
Cache directory can be configured in application config:
config :llm_db,
  xai_cache_dir: "priv/llm_db/remote"
Default: "priv/llm_db/remote"
Regional Endpoints
You can use regional endpoints for data residency:
	:us_east_1 - https://us-east-1.api.x.ai/v1/models
	:eu_west_1 - https://eu-west-1.api.x.ai/v1/models

Usage
# Pull remote data and cache (requires API key)
mix llm_db.pull --source xai

# Pull with regional endpoint
mix llm_db.pull --source xai --region eu_west_1

# Load from cache
{:ok, data} = XAI.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms xAI API response to canonical Zoi format.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms xAI API response to canonical Zoi format.
xAI uses OpenAI-compatible format.
Input Format (xAI)
{
  "object": "list",
  "data": [
    {
      "id": "grok-4-fast-reasoning",
      "object": "model",
      "created": 1234567890,
      "owned_by": "xai"
    }
  ]
}
Output Format (Canonical Zoi)
%{
  "xai" => %{
    id: :xai,
    name: "xAI",
    models: [
      %{
        id: "grok-4-fast-reasoning",
        provider: :xai,
        extra: %{
          created: 1234567890,
          owned_by: "xai"
        }
      }
    ]
  }
}

  


        

      


  

    
LLMDB.Sources.Zenmux 
    



      
Remote source for Zenmux models (https://zenmux.ai/api/v1/models).
	pull/1 fetches data from Zenmux API and caches locally
	load/1 reads from cached file (no network call)

Options
	:url - API endpoint (default: "https://zenmux.ai/api/v1/models")
	:api_key - Zenmux API key (required, or set ZENMUX_API_KEY env var)
	:req_opts - Additional Req options for testing

Configuration
Cache directory can be configured in application config:
config :llm_db,
  zenmux_cache_dir: "priv/llm_db/remote"
Default: "priv/llm_db/remote"
Usage
# Pull remote data and cache (requires API key)
mix llm_db.pull --source zenmux

# Load from cache
{:ok, data} = Zenmux.load(%{})

      


      
        Summary


  
    Functions
  


    
      
        transform(content)

      


        Transforms Zenmux API response to canonical Zoi format.
Zenmux is OpenAI compatible, so the structure mirrors OpenAI's.



    





      


      
        Functions


        


  
    
      
    
    
      transform(content)



        
          
        

    

  


  

Transforms Zenmux API response to canonical Zoi format.
Zenmux is OpenAI compatible, so the structure mirrors OpenAI's.
Input Format (Expected)
{
  "object": "list",
  "data": [
    {
      "id": "gpt-4",
      "object": "model",
      "created": 1686935002,
      "owned_by": "openai"
    }
  ]
}
Output Format (Canonical Zoi)
%{
  "zenmux" => %{
    id: :zenmux,
    name: "Zenmux",
    models: [
      %{
        id: "gpt-4",
        provider: :zenmux,
        extra: %{
          created: 1686935002,
          owned_by: "openai"
        }
      }
    ]
  }
}

  


        

      


  

    
LLMDB.Spec 
    



      
Canonical "provider:model" spec parsing and resolution.
This module provides functions to parse and resolve model specifications in various formats,
including "provider:model" strings, "model@provider" strings (filename-safe), tuples,
and bare model IDs with provider scope.
String Formats
Two string formats are supported:
	"provider:model" - Traditional colon separator (default)
	"model@provider" - Email-like format, filesystem-safe for filenames

Both formats parse to the same internal representation and can be used interchangeably.
The @ format is recommended when model specs are used in filenames, CI artifact names,
or other filesystem contexts.
Amazon Bedrock Inference Profiles
For Amazon Bedrock models, inference profile IDs with region prefixes (us., eu., ap., apac., ca.,
au., jp., us-gov., global.) are supported. The region prefix is stripped for catalog lookup but
preserved in the returned model ID. For example:
iex> LLMDB.Spec.resolve("amazon_bedrock:us.anthropic.claude-opus-4-1-20250805-v1:0")
{:ok, {:amazon_bedrock, "us.anthropic.claude-opus-4-1-20250805-v1:0", %LLMDB.Model{}}}
The lookup uses "anthropic.claude-opus-4-1-20250805-v1:0" to find metadata, but the returned
model ID retains the "us." prefix for API routing purposes.

      


      
        Summary


  
    Functions
  


    
      
        build_spec(input, opts \\ [])

      


        Builds a model specification string from various inputs.



    


    
      
        format_spec(arg, format \\ nil)

      


        Formats a model specification as a string.



    


    
      
        normalize_spec(input)

      


        Normalizes a model specification to tuple format.



    


    
      
        parse_provider(input)

      


        Parses and validates a provider identifier.



    


    
      
        parse_spec(input, opts \\ [])

      


        Parses a model specification string in either "provider:model" or "model@provider" format.



    


    
      
        parse_spec!(input, opts \\ [])

      


        Parses a model specification string, raising on error.



    


    
      
        resolve(input, opts \\ [])

      


        Resolves a model specification to a canonical model record.



    


    
      
        strip_prefix(provider, model_id)

      


        Strips any inference profile prefix from a model ID.



    





      


      
        Functions


        


    

  
    
      
    
    
      build_spec(input, opts \\ [])



        
          
        

    

  


  

      

          @spec build_spec(
  String.t() | {atom(), String.t()},
  keyword()
) :: String.t()


      


Builds a model specification string from various inputs.
Accepts strings (in any supported format) or tuples and outputs a string
in the desired format.
Parameters
	input - Model spec as string or tuple
	opts - Keyword list with optional :format for output format

Examples
iex> LLMDB.Spec.build_spec("openai:gpt-4", format: :filename_safe)
"gpt-4@openai"

iex> LLMDB.Spec.build_spec({:openai, "gpt-4"}, format: :model_at_provider)
"gpt-4@openai"

  



    

  
    
      
    
    
      format_spec(arg, format \\ nil)



        
          
        

    

  


  

      

          @spec format_spec(
  {atom(), String.t()},
  atom() | nil
) :: String.t()


      


Formats a model specification as a string.
Converts a {provider, model_id} tuple to string format. The output format can be
controlled via the format parameter or falls back to the application config
:llm_db, :model_spec_format (default: :provider_colon_model).
Parameters
	spec - {provider_atom, model_id} tuple
	format - Optional format override (atom)

Supported Formats
	:provider_colon_model - "provider:model" (default)
	:model_at_provider - "model@provider" (filename-safe)
	:filename_safe - alias for :model_at_provider

Examples
iex> LLMDB.Spec.format_spec({:openai, "gpt-4"})
"openai:gpt-4"

iex> LLMDB.Spec.format_spec({:openai, "gpt-4"}, :model_at_provider)
"gpt-4@openai"

iex> LLMDB.Spec.format_spec({:openai, "gpt-4o-mini"}, :filename_safe)
"gpt-4o-mini@openai"

  



  
    
      
    
    
      normalize_spec(input)



        
          
        

    

  


  

      

          @spec normalize_spec(String.t() | {atom(), String.t()}) :: {atom(), String.t()}


      


Normalizes a model specification to tuple format.
Accepts either a string (in any supported format) or a tuple and returns
a normalized {provider, model_id} tuple.
Examples
iex> LLMDB.Spec.normalize_spec("openai:gpt-4")
{:openai, "gpt-4"}

iex> LLMDB.Spec.normalize_spec("gpt-4@openai")
{:openai, "gpt-4"}

iex> LLMDB.Spec.normalize_spec({:openai, "gpt-4"})
{:openai, "gpt-4"}

  



  
    
      
    
    
      parse_provider(input)



        
          
        

    

  


  

      

          @spec parse_provider(atom() | binary()) ::
  {:ok, atom()} | {:error, :unknown_provider | :bad_provider}


      


Parses and validates a provider identifier.
Accepts atom or binary input, normalizes to atom, and verifies the provider
exists in the current catalog.
Parameters
	input - Provider identifier as atom or binary

Returns
	{:ok, atom} - Normalized provider atom if valid and exists in catalog
	{:error, :unknown_provider} - Provider not found in catalog
	{:error, :bad_provider} - Invalid provider format

Examples
iex> LLMDB.Spec.parse_provider(:openai)
{:ok, :openai}

iex> LLMDB.Spec.parse_provider("google-vertex")
{:ok, :google_vertex}

iex> LLMDB.Spec.parse_provider("nonexistent")
{:error, :unknown_provider}

  



    

  
    
      
    
    
      parse_spec(input, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_spec(
  String.t() | {atom(), String.t()},
  keyword()
) ::
  {:ok, {atom(), String.t()}}
  | {:error,
     :invalid_format
     | :ambiguous_format
     | :unknown_provider
     | :bad_provider
     | :invalid_chars
     | :empty_segment}


      


Parses a model specification string in either "provider:model" or "model@provider" format.
Automatically detects the format based on separators present. Validates the provider
exists in the catalog and checks for reserved characters in segments.
Parameters
	spec - String in "provider:model" or "model@provider" format, or {provider, model_id} tuple
	opts - Keyword list with optional :format to explicitly specify format

Options
	:format - Explicitly specify the format as :colon or :at. Required when both separators present.

Returns
	{:ok, {provider_atom, model_id}} - Parsed and normalized spec
	{:error, :invalid_format} - No valid separator found
	{:error, :ambiguous_format} - Both separators present without explicit format
	{:error, :unknown_provider} - Provider not found in catalog
	{:error, :bad_provider} - Invalid provider format
	{:error, :invalid_chars} - Reserved characters in provider or model segments
	{:error, :empty_segment} - Provider or model segment is empty

Examples
iex> LLMDB.Spec.parse_spec("openai:gpt-4")
{:ok, {:openai, "gpt-4"}}

iex> LLMDB.Spec.parse_spec("gpt-4@openai")
{:ok, {:openai, "gpt-4"}}

iex> LLMDB.Spec.parse_spec("google-vertex:gemini-pro")
{:ok, {:google_vertex, "gemini-pro"}}

iex> LLMDB.Spec.parse_spec("provider:model@ambiguous", format: :colon)
{:ok, {:provider, "model@ambiguous"}}

iex> LLMDB.Spec.parse_spec("gpt-4")
{:error, :invalid_format}

  



    

  
    
      
    
    
      parse_spec!(input, opts \\ [])



        
          
        

    

  


  

      

          @spec parse_spec!(
  String.t() | {atom(), String.t()},
  keyword()
) :: {atom(), String.t()}


      


Parses a model specification string, raising on error.
Same as parse_spec/2 but raises ArgumentError instead of returning error tuple.
Examples
iex> LLMDB.Spec.parse_spec!("openai:gpt-4")
{:openai, "gpt-4"}

iex> LLMDB.Spec.parse_spec!("gpt-4@openai")
{:openai, "gpt-4"}

  



    

  
    
      
    
    
      resolve(input, opts \\ [])



        
          
        

    

  


  

      

          @spec resolve(
  String.t() | {atom(), String.t()},
  keyword()
) :: {:ok, {atom(), String.t(), LLMDB.Model.t()}} | {:error, term()}


      


Resolves a model specification to a canonical model record.
Accepts multiple input formats:
	"provider:model" string
	{provider, model_id} tuple
	Bare "model" string with opts[:scope] = provider_atom

Handles alias resolution and validates the model exists in the catalog.
Parameters
	input - Model specification in one of the supported formats
	opts - Keyword list with optional :scope for bare model resolution

Returns
	{:ok, {provider, canonical_id, Model.t()}} - Resolved model
	{:error, :not_found} - Model doesn't exist
	{:error, :ambiguous} - Bare model ID exists under multiple providers without scope
	{:error, :invalid_format} - Malformed input
	{:error, term} - Other parsing errors

Examples
iex> LLMDB.Spec.resolve("openai:gpt-4")
{:ok, {:openai, "gpt-4", %LLMDB.Model{}}}

iex> LLMDB.Spec.resolve({:openai, "gpt-4"})
{:ok, {:openai, "gpt-4", %LLMDB.Model{}}}

iex> LLMDB.Spec.resolve("gpt-4", scope: :openai)
{:ok, {:openai, "gpt-4", %LLMDB.Model{}}}

iex> LLMDB.Spec.resolve("gpt-4")
{:error, :ambiguous}

  



  
    
      
    
    
      strip_prefix(provider, model_id)



        
          
        

    

  


  

      

          @spec strip_prefix(atom(), String.t()) :: {String.t(), String.t() | nil}


      


Strips any inference profile prefix from a model ID.
For Amazon Bedrock, splits prefixes like "us.", "eu.", "au." etc. from the model ID
so the base ID can be used for catalog lookup. Returns {base_id, prefix} where prefix
is nil if no prefix was found.
For other providers, returns {model_id, nil} unchanged.

  


        

      


  

    
LLMDB.Store 
    



      
Manages persistent_term storage for LLM model snapshots with atomic swaps.
Uses :persistent_term for fast, concurrent reads with atomic updates tracked by monotonic epochs.

      


      
        Summary


  
    Functions
  


    
      
        clear!()

      


        Clears the persistent_term store.



    


    
      
        epoch()

      


        Returns the current epoch from the store.



    


    
      
        get()

      


        Reads the full store from persistent_term.



    


    
      
        last_opts()

      


        Returns the last load options from the store.



    


    
      
        model(provider_id, model_id)

      


        Returns a specific model by provider and ID.



    


    
      
        models(provider_id)

      


        Returns all models for a specific provider.



    


    
      
        provider(provider_id)

      


        Returns a specific provider by ID.



    


    
      
        providers()

      


        Returns all providers from the snapshot.



    


    
      
        put!(snapshot, opts)

      


        Atomically swaps the store with new snapshot and options.



    


    
      
        snapshot()

      


        Returns the snapshot portion from the store.



    





      


      
        Functions


        


  
    
      
    
    
      clear!()



        
          
        

    

  


  

      

          @spec clear!() :: :ok


      


Clears the persistent_term store.
Primarily used for testing cleanup.
Returns
:ok

  



  
    
      
    
    
      epoch()



        
          
        

    

  


  

      

          @spec epoch() :: non_neg_integer()


      


Returns the current epoch from the store.
Returns
Non-negative integer representing the current epoch, or 0 if not set.

  



  
    
      
    
    
      get()



        
          
        

    

  


  

      

          @spec get() :: map() | nil


      


Reads the full store from persistent_term.
Returns
Map with :snapshot, :epoch, and :opts keys, or nil if not set.

  



  
    
      
    
    
      last_opts()



        
          
        

    

  


  

      

          @spec last_opts() :: keyword()


      


Returns the last load options from the store.
Returns
Keyword list of options used in the last load, or [] if not set.

  



  
    
      
    
    
      model(provider_id, model_id)



        
          
        

    

  


  

      

          @spec model(atom(), String.t()) :: {:ok, LLMDB.Model.t()} | {:error, :not_found}


      


Returns a specific model by provider and ID.
Resolves both model aliases and provider aliases. For example, looking up
model(:google_vertex, "claude-haiku-4-5@20251001") will find the model
even if it's stored under :google_vertex_anthropic provider (via alias_of).
Parameters
	provider_id - Provider atom
	model_id - Model ID string (can be an alias)

Returns
	{:ok, model} - Model found
	{:error, :not_found} - Model not found


  



  
    
      
    
    
      models(provider_id)



        
          
        

    

  


  

      

          @spec models(atom()) :: [LLMDB.Model.t()]


      


Returns all models for a specific provider.
Includes models from aliased providers. For example, calling models(:google_vertex)
will return models from both :google_vertex AND :google_vertex_anthropic since
google_vertex_anthropic has alias_of: :google_vertex.
Parameters
	provider_id - Provider atom

Returns
List of Model structs for the provider and its aliases, or empty list if provider not found.

  



  
    
      
    
    
      provider(provider_id)



        
          
        

    

  


  

      

          @spec provider(atom()) :: {:ok, LLMDB.Provider.t()} | {:error, :not_found}


      


Returns a specific provider by ID.
Parameters
	provider_id - Provider atom

Returns
	{:ok, provider} - Provider found
	{:error, :not_found} - Provider not found


  



  
    
      
    
    
      providers()



        
          
        

    

  


  

      

          @spec providers() :: [LLMDB.Provider.t()]


      


Returns all providers from the snapshot.
Returns
List of Provider structs, or empty list if no snapshot.

  



  
    
      
    
    
      put!(snapshot, opts)



        
          
        

    

  


  

      

          @spec put!(
  map(),
  keyword()
) :: :ok


      


Atomically swaps the store with new snapshot and options.
Creates a new epoch using a monotonic unique integer and stores the complete state.
Parameters
	snapshot - The snapshot map to store
	opts - Keyword list of options to store

Returns
:ok

  



  
    
      
    
    
      snapshot()



        
          
        

    

  


  

      

          @spec snapshot() :: map() | nil


      


Returns the snapshot portion from the store.
Returns
The snapshot map or nil if not set.

  


        

      


  

    
LLMDB.Validate 
    



      
Validation functions for providers and models using Zoi schemas.
Provides functions to validate individual records or batches of records,
handling errors gracefully and ensuring catalog viability.

      


      
        Summary


  
    Types
  


    
      
        validation_error()

      


    





  
    Functions
  


    
      
        ensure_viable(providers, models)

      


        Ensures that we have at least one provider and one model for a viable catalog.



    


    
      
        validate_model(map)

      


        Validates a single model map against the Model schema.



    


    
      
        validate_model_overlay(map)

      


        Validates a model map and returns a sparse overlay that preserves only the
explicitly supplied fields plus required identity.



    


    
      
        validate_models(maps)

      


        Validates a list of model maps, collecting valid ones and counting invalid.



    


    
      
        validate_models_for_merge(maps)

      


        Validates a list of model maps and returns sparse overlays suitable for merge.



    


    
      
        validate_provider(map)

      


        Validates a single provider map against the Provider schema.



    


    
      
        validate_provider_overlay(map)

      


        Validates a provider map and returns a sparse overlay that preserves only the
explicitly supplied fields plus required identity.



    


    
      
        validate_providers(maps)

      


        Validates a list of provider maps, collecting valid ones and counting invalid.



    


    
      
        validate_providers_for_merge(maps)

      


        Validates a list of provider maps and returns sparse overlays suitable for merge.



    


    
      
        validate_runtime_contract(providers, models)

      


        Validates typed provider runtime and model execution metadata after merge/enrichment.



    





      


      
        Types


        


  
    
      
    
    
      validation_error()



        
          
        

    

  


  

      

          @type validation_error() :: term()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      ensure_viable(providers, models)



        
          
        

    

  


  

      

          @spec ensure_viable([LLMDB.Provider.t()], [LLMDB.Model.t()]) ::
  :ok | {:error, :empty_catalog}


      


Ensures that we have at least one provider and one model for a viable catalog.
Returns :ok if both lists are non-empty, otherwise returns an error.
Examples
iex> ensure_viable([%{id: :openai}], [%{id: "gpt-4o", provider: :openai}])
:ok

iex> ensure_viable([], [%{id: "gpt-4o", provider: :openai}])
{:error, :empty_catalog}

iex> ensure_viable([%{id: :openai}], [])
{:error, :empty_catalog}

  



  
    
      
    
    
      validate_model(map)



        
          
        

    

  


  

      

          @spec validate_model(map()) :: {:ok, LLMDB.Model.t()} | {:error, validation_error()}


      


Validates a single model map against the Model schema.
Examples
iex> validate_model(%{id: "gpt-4o", provider: :openai})
{:ok, %{id: "gpt-4o", provider: :openai, deprecated: false, aliases: []}}

iex> validate_model(%{id: "gpt-4o"})
{:error, _}

  



  
    
      
    
    
      validate_model_overlay(map)



        
          
        

    

  


  

      

          @spec validate_model_overlay(map()) :: {:ok, map()} | {:error, validation_error()}


      


Validates a model map and returns a sparse overlay that preserves only the
explicitly supplied fields plus required identity.

  



  
    
      
    
    
      validate_models(maps)



        
          
        

    

  


  

      

          @spec validate_models([map()]) :: {:ok, [LLMDB.Model.t()], non_neg_integer()}


      


Validates a list of model maps, collecting valid ones and counting invalid.
Returns all valid models and the count of invalid ones that were dropped.
Examples
iex> models = [
...>   %{id: "gpt-4o", provider: :openai},
...>   %{id: :invalid, provider: :openai},
...>   %{id: "claude-3", provider: :anthropic}
...> ]
iex> validate_models(models)
{:ok, [%{id: "gpt-4o", ...}, %{id: "claude-3", ...}], 1}

  



  
    
      
    
    
      validate_models_for_merge(maps)



        
          
        

    

  


  

      

          @spec validate_models_for_merge([map()]) :: {:ok, [map()], non_neg_integer()}


      


Validates a list of model maps and returns sparse overlays suitable for merge.

  



  
    
      
    
    
      validate_provider(map)



        
          
        

    

  


  

      

          @spec validate_provider(map()) ::
  {:ok, LLMDB.Provider.t()} | {:error, validation_error()}


      


Validates a single provider map against the Provider schema.
Examples
iex> validate_provider(%{id: :openai})
{:ok, %{id: :openai}}

iex> validate_provider(%{id: "openai"})
{:error, _}

  



  
    
      
    
    
      validate_provider_overlay(map)



        
          
        

    

  


  

      

          @spec validate_provider_overlay(map()) :: {:ok, map()} | {:error, validation_error()}


      


Validates a provider map and returns a sparse overlay that preserves only the
explicitly supplied fields plus required identity.

  



  
    
      
    
    
      validate_providers(maps)



        
          
        

    

  


  

      

          @spec validate_providers([map()]) :: {:ok, [LLMDB.Provider.t()], non_neg_integer()}


      


Validates a list of provider maps, collecting valid ones and counting invalid.
Returns all valid providers and the count of invalid ones that were dropped.
Examples
iex> providers = [%{id: :openai}, %{id: "invalid"}, %{id: :anthropic}]
iex> validate_providers(providers)
{:ok, [%{id: :openai}, %{id: :anthropic}], 1}

  



  
    
      
    
    
      validate_providers_for_merge(maps)



        
          
        

    

  


  

      

          @spec validate_providers_for_merge([map()]) :: {:ok, [map()], non_neg_integer()}


      


Validates a list of provider maps and returns sparse overlays suitable for merge.

  



  
    
      
    
    
      validate_runtime_contract(providers, models)



        
          
        

    

  


  

      

          @spec validate_runtime_contract([LLMDB.Provider.t()], [LLMDB.Model.t()]) ::
  :ok | {:error, {:invalid_runtime_contract, [map()]}}


      


Validates typed provider runtime and model execution metadata after merge/enrichment.
This validator is migration-safe:
	providers without runtime are accepted for now
	models without execution are accepted for now
	once typed metadata is present, invalid declarations fail
	catalog_only: true opts a provider or model out of execution requirements


  


        

      


  

    
mix llm_db.build 
    



      
Builds a canonical snapshot.json from configured sources.
The snapshot is always written to a local build output directory. Use
--install to also copy it into priv/llm_db/snapshot.json for local runtime
loading or packaging.
Usage
mix llm_db.build
mix llm_db.build --install
mix llm_db.build --check
mix llm_db.build --output-dir tmp/llm_db/build
Options
	--check - Verify the generated snapshot artifacts already match the
expected output.
	--install - Also install the built snapshot into
priv/llm_db/snapshot.json.
	--output-dir - Directory for local snapshot build artifacts.


      




  

    
mix llm_db.history.backfill 
    



      
Backfills model history from committed provider snapshots.
The task walks git history for priv/llm_db/providers/*.json, computes model
deltas per commit, and writes append-only history artifacts:
	priv/llm_db/history/events/YYYY.ndjson
	priv/llm_db/history/snapshots.ndjson
	priv/llm_db/history/meta.json

Usage
mix llm_db.history.backfill
mix llm_db.history.backfill --force
mix llm_db.history.backfill --from <sha>
mix llm_db.history.backfill --to <ref>
mix llm_db.history.backfill --output-dir priv/llm_db/history
Options
	--force - Remove existing generated history files first
	--from - Start commit SHA/ref (inclusive)
	--to - End commit SHA/ref (default: HEAD)
	--output-dir - Directory for generated history files (default: priv/llm_db/history)


      




  

    
mix llm_db.history.check 
    



      
Checks whether the local installed history bundle matches the published
history metadata in the snapshot store.
Usage
mix llm_db.history.check
mix llm_db.history.check --allow-missing
mix llm_db.history.check --allow-outdated
mix llm_db.history.check --output-dir priv/llm_db/history
Options
	--allow-missing - Treat missing history output as success (default: false)
	--allow-outdated - Treat an older local history bundle as success (default: false)
	--output-dir - History directory (default: priv/llm_db/history)
	--repo - GitHub repository slug (default: agentjido/llm_db)
	--index-tag - Deprecated compatibility option; ignored for immutable release lookup
	--cache-dir - Local snapshot cache directory


      




  

    
mix llm_db.history.migrate_git 
    



      
Performs the one-time migration from legacy Git-tracked metadata commits into
content-addressed snapshots plus snapshot-based history artifacts.
By default this writes local artifacts only. With --publish, it also seeds
GitHub Releases with all discovered immutable snapshots and uploads a rebuilt
history.tar.gz bundle to the immutable history release for the latest
migrated snapshot.

      




  

    
mix llm_db.history.rebuild 
    



      
Rebuilds local history artifacts from the published snapshot observation chain,
then bundles the result and optionally republishes history.tar.gz plus
history-meta.json to an immutable history-<snapshot_id> release for the
latest snapshot in the chain.

      




  

    
mix llm_db.history.sync 
    



      
Downloads the published history bundle from the snapshot store and extracts it
into the local history directory.
Usage
mix llm_db.history.sync
mix llm_db.history.sync --output-dir priv/llm_db/history
mix llm_db.history.sync --repo agentjido/llm_db
Options
	--output-dir - Directory for generated history files (default: priv/llm_db/history)
	--repo - GitHub repository slug (default: agentjido/llm_db)
	--index-tag - Deprecated compatibility option; ignored for immutable release lookup
	--cache-dir - Local snapshot cache directory


      




  

    
mix llm_db.install 
    



      
Install and configure LLM DB for use in an application.
Example
mix igniter.install llm_db


      




  

    
mix llm_db.models 
    



      
Lists all models from the LLMDB catalog with lifecycle status and aliases.
Usage
mix llmdb.models              # List all models
mix llmdb.models "anthropic:*"     # List all Anthropic models
mix llmdb.models "openai:gpt-4o"   # List specific model
mix llmdb.models "*:*"             # List all models (explicit)
Model Specs
Supports glob-style filtering:
	provider:* - All models for a provider (e.g., "anthropic:*")
	provider:pattern - Specific model or pattern (e.g., "openai:gpt-4*")
	*:* - All models across all providers

Aliases are automatically resolved to canonical model IDs.
Output Format
Models are grouped by provider with lifecycle indicators:
	✓ (green) - Active model
	⚠ (yellow) - Deprecated model with retirement date
	❌ (red) - Retired model

Each model shows its canonical ID, aliases (if any), lifecycle status,
retirement date, and replacement model (if applicable).
Examples
# List all Anthropic models
mix llmdb.models "anthropic:*"

# List all OpenAI GPT-4 models
mix llmdb.models "openai:gpt-4*"

# List specific model by alias
mix llmdb.models "anthropic:claude-3.5-haiku"

# List all models
mix llmdb.models

      




  

    
mix llm_db.pull 
    



      
Pulls latest model metadata from all configured remote sources and caches locally.
This task iterates through all sources configured in Config.sources!() and calls
their optional pull/1 callback (if implemented). Sources without a pull/1 callback
are skipped. Fetched data is saved to cache directories (typically priv/llm_db/upstream/
or priv/llm_db/remote/).
To build the final canonical snapshot from fetched data, run mix llm_db.build.
Usage
mix llm_db.pull
mix llm_db.pull --source openai
mix llm_db.pull --source anthropic
Switches
	--source - Pull from a specific source only (openai, anthropic, google, xai, models_dev, openrouter, zenmux, llmfit, azure_foundry)

Configuration
Configure sources in your application config:
config :llm_db,
  sources: [
    {LLMDB.Sources.ModelsDev, %{}},
    {LLMDB.Sources.Local, %{dir: "priv/llm_db"}}
  ]
Only sources that implement the optional pull/1 callback will be pulled.
Typically only remote sources like ModelsDev implement this callback.
Examples
# Pull from all configured remote sources
mix llm_db.pull

# Pull from OpenAI only
mix llm_db.pull --source openai
Output
The task prints a summary of pull results:
Pulling from configured sources...

✓ LLMDB.Sources.ModelsDev: Updated (709.2 KB)
○ LLMDB.Sources.OpenRouter: Not modified
- LLMDB.Sources.Local: No pull callback (skipped)

Summary: 1 updated, 1 unchanged, 1 skipped, 0 failed

Run 'mix llm_db.build' to generate the canonical snapshot artifact

      




  

    
mix llm_db.snapshot.build 
    



      
Alias for mix llm_db.build.

      




  

    
mix llm_db.snapshot.fetch 
    



      
Fetches a published snapshot from GitHub Releases.
Usage
mix llm_db.snapshot.fetch
mix llm_db.snapshot.fetch --ref latest --install
mix llm_db.snapshot.fetch --ref <snapshot_id> --output-dir tmp/snapshots

      




  

    
mix llm_db.snapshot.publish 
    



      
Builds and publishes a canonical snapshot to GitHub Releases.
This creates or repairs the immutable snapshot release for the current
snapshot_id. Local latest.json and snapshot-index.json outputs are still
written for inspection, but the canonical remote index is derived from the
published snapshot releases themselves.

      




  

    
mix llm_db.version 
    



      
Updates the version in mix.exs to CalVer format (YYYY.M.PATCH).
	If current version is from a different month, resets to YYYY.M.0
	If current version is from the same month, increments PATCH

Usage
mix llm_db.version
Examples
# Current: 2025.11.5, Today: December 2025
# Result:  2025.12.0

# Current: 2025.12.0, Today: December 2025  
# Result:  2025.12.1
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